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Abstract

The Questio de aqua et terra is a cosmological treatise traditionally attributed to Dante Alighieri. However, the authen-
ticity of this text is controversial, due to discrepancies with Dante’s established works and to the absence of contemporary
references. This study investigates the authenticity of the Questio via computational authorship verification (AV), a class
of techniques which combine supervised machine learning and stylometry. We build a family of AV systems and we assem-
ble a corpus of 330 13th- and 14th-century Latin texts, which we use to comparatively evaluate the AV systems through
leave-one-out cross-validation. Our best-performing system achieves high verification accuracy (F = 0.941) despite the
heterogeneity of the corpus in terms of textual genre. The key contribution to the accuracy of this system is shown to
come from Distributional Random Oversampling (DRO), a technique specially tailored to text classification which is here
used for the first time in AV. The application of the AV system to the Questio returns a highly confident prediction that
Dante is indeed its author. These findings contribute to the debate on the authorship of the Questio, and highlight DRO’s
potential in the application of AV to cultural heritage.

Key words: The Questio de aqua et terra, Dante Alighieri, Computational Authorship Analysis, Authorship Verification,
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1. Introduction by Dante have not given concrete suggestions as to who the real
author might be. Still, the issue whether the text was indeed

The Questio de aqua et terra (literally: “A Question of the
Q 4 ( Y Q authored by Dante or not, is an important one, like everything

Water and of the Land”) is the textual record, allegedly written
by Dante Alighieri, of a lecture that Dante supposedly gave in
1320, one year before dying. Written in (medieval) Latin, this

else having to do with one of the most important authors of
world literature.

In this work we investigate the authenticity of the Questio
text was first published in 1508 by Giovanni Moncetti, a monk . g . v . ) Q
. via the tools of computational authorship verification (AV),
from Padova, Italy, who claimed to have found a copy (now L .

. . the task of building an automated system in charge of guess-
lost) in a library. . hoth texct of ¢ al K thorshi
ing whether a text of controversial or unknown authorship was
The Questio de aqua et terra (hereafter simply “the Ques- g . . b
written by a certain candidate author or not. In order to do so,

(a) we first build a corpus of 330 13th- and 14th-century texts
written in Latin, (b) we use this corpus to experimentally com-

tio”) has generated increased interest in recent times, and
scientific events entirely devoted to it have taken place in the
last few years (Casadei and Pontari, 2025; Pellegrini, 2021b;
Signori, 2026). Its authenticity, though, is still debated. One
of the reasons is that the cosmological views proposed in it

pare (via leave-one-out testing, a maximally precise instance
of k-fold cross-validation) different AV systems (each consist-

ing of the combination of a supervised learning technique and a
clash (inexplicably, some say) with those espoused by Dante in & pervy & a4

the Divine Comedy (Fioravanti, 2017). Another reason is that,
while the other works by Dante are mentioned and commented

choice of feature types), and (c) we apply to our disputed text
the AV system that has shown the best verification accuracy.

We show that our best-performing AV system exhibits
upon by many other 14th and 15th century scholars, this is not X P . & . 4 i ’
. . in a leave-one-out test, extremely high verification accuracy
the case for the Questio, which seems to have gone completely . .
. . (F1 = 0.941), corresponding to 328 correct inferences out of
(and strangely) unnoticed throughout both centuries. In sum, a 330), despite the fact that th disol hich d ¢

espite the fac a e corpus displays a hi egree o
number of scholars believe that the lecture may never have been ’ b . . p pay & &
i . . . . heterogeneity in terms of literary genre. We also show that our
given (see e.g., (Fioravanti, 2017)), and that Moncetti, having . K . K i o
resulting authorship verifier issues a highly confident prediction

found a text by an unknown author, may have had a vested L. .
that Dante is indeed the author of the Questio.

interest in attributing it to Dante Alighieri (Casadei, 2025).
Unfortunately, philologists who believe the Questio not to be
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Of particular interest is the fact that, as ablation experi-
ments show, the accuracy of the system is boosted by the use
of Distributional Random Owversampling (DRO) (Moreo et al.,
2016), a technique informed by the distributional hypothesis
(see Lenci and Sahlgren, 2023) that generates, in a way tai-
lored to binary text classification, artificial training examples
for the minority class. That DRO is shown to boost verifica-
tion accuracy is of special interest, since the present work is, to
the best of our knowledge, the first application of DRO (and of
oversampling methods in general) to authorship analysis tasks.

The paper is organized as follows. In Section 2 we present
a brief history of the Questio and of the reasons why its au-
thenticity is debated (readers interested in the computational
study only may want to skip to the section that follows). In
order to make the paper self-contained, in Section 3 we briefly
recap the basic principles underlying computational authorship
verification and the supervised learning approach towards solv-
ing it. In Section 4 we move to discussing how we have tackled
AV for the Questio, detailing the construction of the corpus,
the supervised learning approach we adopt, and the various
sets of features we have tested. Section 5 presents our exper-
imental results, which show how the different combinations of
a supervised learning approach and a choice of feature types
behave, once tested under the leave-one-out protocol, on our
corpus.! Finally, in Section 6 we attempt to answer the ques-
tion “Is Dante Alighieri the true author of the Questio?”, and
present additional experiments by means of which we corrob-
orate the answer we return. Section 7 discusses related work,
while Section 8 concludes by discussing how the present work
contributes to the debate on the authenticity of the Questio,
and how DRO may prove a key tool in authorship verification
for cultural heritage.

In order to allow our results to be verified by others, we make
our code and the MedLatinQuestio dataset publicly available.?

2. The Questio de aqua et terra: A medieval
whodunnit

The Questio de aqua et terra is a small cosmological treatise,
in which the alleged author Dante Alighieri discusses the rela-
tionship between the sphere of the waters and the sphere of the
emerged lands.

Among medieval European philosophers and theologians, a
questio (Latin for “question”) was a highly formalized method of
scholarly investigation and debate, in the form of a structured
intellectual disputation (a questio disputata) on a given topic
carried out by rigorously examining opposing arguments, fol-
lowed by a written record that the lecturer had to provide. The
Questio de aqua et terra indeed follows this pattern, being,
as indicated in the text itself, the record of a two-part questio
disputata that Dante delivered towards the end of his life, the
first part in an unspecified date and location in Mantova, Italy,
and the second part in the Church of Saint Helen in Verona,
Italy, on January 20, 1320.

1 The experimental results reported in this paper differ slightly,
in numerical terms, from the results reported in previous ver-
sions (Leocata et al., 2025a,b); however, the differences (which
are due to an error in the old version of the code) are very small,
and the conclusions that can be drawn are unchanged.

2 https://github.com/AIMH-AI4Text/Questio_AV

The existence of the Questio had gone largely unnoticed
by coeval scholars, until Giovanni Benedetto Moncetti, an im-
portant Agostinian monk from Padova, Italy, claimed to have
discovered a copy of it (now unfortunately lost) in an un-
specified library, and published it in Venice in 1508 under his
editorship.

The Dantean paternity of the Questio has been the subject
of intense debate in the last century, and a number of argu-
ments have been put forth by scholars (e.g., (Casadei, 2025))
to support the view that Dante is not its true author.

One such argument is that the cosmological views embraced
in the Questio (a) seem to have originated in France and seem
to have started circulating in Italy only well after Dante’s death
(Fioravanti, 2017), and (b) clash with those that emerge from
Dante’s Divine Comedy. Some supporters of its authenticity
claim that the Questio may have corrected the views brought
forth in the Comedy following criticism that Dante had re-
ceived, or that the latter views should not be taken literally
but only as a poetic device; however, critics think otherwise.

A further argument against the Dantean paternity is the lack
of citations of the Questio in scholarly works (including biogra-
phies of Dante) appeared in the almost two centuries between
the alleged delivery of the lecture and Moncetti’s publication,
a lack of mentions completely at odds with the fame Dante
had enjoyed in those two centuries. The only attestation of the
Questio that precedes Moncetti’s publication is to be found in
the 3rd draft of the 14th-century Commentary on Dante’s Di-
vine Comedy by Pietro Alighieri (Dante’s son); however, the
authenticity of this 3rd draft is disputed too (Indizio, 2025).

A third argument concerns the fact that the two parts of
the lecture were supposedly given in two different towns, which
was highly unusual. In particular, Dante had little reasons to
be in Mantova, and Moncetti might have planted Mantova in
the picture himself, since he probably had vested interests in
ingratiating the rulers of that town (Casadei, 2025). To com-
plete the picture, scholars have found that on the day the 2nd
part of the lecture was supposedly given “in front of the entire
Veronese clergy”, the Veronese clergy was instead attending a
major event taking place in another church (Bassi, 2025).

In sum, a number of anomalies exist (we have listed only
the major ones — see (Casadei, 2025) for a fairly complete list)
which cast a number of doubts on the Dantean paternity of the
Questio. Is the Questio authentically Dantean? Is it a fake,
written for some unknown reason by Moncetti himself? Or is
it (as Casadei (2025) seems to hypothesize) the text of some
unknown author which Moncetti discovered and then heavily
edited in order to present it as a Dantean work? The key is-
sue, still unresolved, is whether all the above anomalies can be
reconciled or not. Supporters of the authenticity of the Ques-
tio (e.g., (Pellegrini, 2021a)) are positive, and bring forward
themselves a number of arguments in favour of the Dantean
paternity, including the stylistic consistency of the Questio
with other works by Dante (Fioravanti, 2025), whose language
Moncetti would probably not have been able to imitate.

3. Computational Authorship Identification

How can we determine the author of a text of unknown or dis-
puted authorship? One way to do it is via an intra-linguistic
analysis, based on the content or the style of the text under
investigation, i.e., based on “endogenous” (internal) evidence.
Another, complementary route is via an extra-linguistic anal-
ysis, based on mentions found in other documents, on the


https://github.com/AIMH-AI4Text/Questio_AV

historical context, or on the facts stated in the text, i.e., based
on “exogenous” (external) evidence. When philologists investi-
gate authorship via traditional means, they rely on a qualitative
analysis of both endogenous and exogenous evidence. Com-
puter scientists can instead contribute to philological research
by providing a quantitative analysis, based on endogenous ev-
idence alone, through the means of computational authorship
identification (CAI).
Two subtasks of CAI that are of interest to us are

o Authorship Attribution (AA), the task of guessing, given
a document z and a set A of candidate authors to which
the true author of z is assumed to belong, who among the
authors in A is the true author of z;

e Authorship Verification (AV), the task of guessing, given
a document z and a candidate author A, whether A is the
author of x or not.

The basic assumption that underlies CAI is that authors tend
to leave their “stylistic fingerprint” on the texts they write,
and that this fingerprint may be detected computationally. The
main focus of the present work is AV (with Dante Alighieri as
the candidate author A and the Questio as the disputed text
x), but we will also recur to AA (see Section 6.1) to corroborate
the results of our AV work.

3.1. CAI as Text Classification

CAI tasks can be framed as text classification problems,
which can be solved by applying supervised machine learn-
ing techniques. In the supervised learning approach, we train a
predictor using a set £ = {(z,y")}7_, of examples of known
authorship (“training examples”), where z' denotes a text and
y* denotes the class to which it belongs. In our case, the predic-
tor can be an authorship verifier (in this case, if the candidate
author A is Dante, the classes will be Dante and notDante), or
an authorship attributor (in this case, the classes will each rep-
resent one of the candidate authors in A). In machine learning,
AV corresponds to binary classification, while AA corresponds
to single-label multi-class classification.

CAI combines supervised machine learning with stylome-
try, the quantitative analysis of textual style (Kestemont, 2014;
Savoy, 2020); while supervised machine learning provides the
algorithms by means of which we can train a predictor, stylom-
etry provides the features that form the vectorial representation
used for conveying (a) the training examples to the training
algorithm and (b) the disputed text to the trained predictor.

4. Authorship Verification for the Questio de
aqua et terra

The main goal of our work is to train an authorship verifier
(i.e., a binary classifier) for classes Dante and notDante, that we
can use for determining whether the Questio is Dantean or not.
Our work will consist of the following four phases:

1. Building the reference corpus, i.e., a set of documents of
known authorship, some of which are known to be Dantean
and the rest of which are known to be non-Dantean.

2. Choosing, via repeated experimentation, a “maximally ac-
curate” AV technique (i.e., an AV technique accurate to
the best of our abilities), that we can later use for train-
ing, on the entire reference corpus, a verifier that we can
then apply to the Questio. This “repeated experimentation”
consists of
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a. Choosing a stylometry-based vectorial representation of
texts;

b. Choosing a supervised machine learning algorithm;
Training and testing an authorship verifier that uses the
chosen representation and algorithm.

In other words, we test (in Step 2c) different combinations
arising from choices made in Steps 2a and 2b, and we retain
the best-performing one.

3. Applying this “maximally accurate” authorship verifier to
the Questio.

4. Analysing the reasons behind the verifier’s determination
concerning the Questio.

4.1. Phase 1: Build the labelled (train-+test) set

We assemble a reference corpus consisting of a set of Latin texts
by (mostly Italian) authors from the 13th and 14th centuries.

We start by including all the texts in the MedLatinLit corpus
(see Table 1), a set, created and made available by Corbara
et al. (2022), of 30 treatises and exegetical texts written in
Latin by 13th- and 14th-century Italian authors, for a total
of 1,253,777 tokens; as the examples of class Dante, the corpus
includes Dante’s only two treatises, De Vulgari Eloquentia and
Monarchia (totalling 33,095 tokens altogether).

We further add a corpus (which we call MedLatinCosmo —
see Table 2)% of 34 non-Dantean texts, written by other 13th
or 14th century authors (e.g., Albertus Magnus, Robertus
Grosseteste, Thomas de Aquino, etc.) and altogether totalling
708,251 tokens; the texts are mostly treatises or questiones of
a cosmological nature.

We further consider adding to our reference corpus

e the MedLatinEpi corpus (see Table 3), also created and made
available by Corbara et al. (2022), a set of 264 epistles
(i.e., letters) also written in Latin by 13th- and 14th-century
Italian authors (122,000 tokens), and including 12 Dantean
epistles (6,859 tokens);

e Dante’s Eclogues (see Table 4), two Latin poems in bucolic
style (1,384 tokens).

While MedLatinLit and MedLatinCosmo consist of texts by and
large pertaining to the same textual genre as the Questio,
MedLatinEpi and the Eclogues do not, which means that their
addition might be risky. However, preliminary experiments we
have run show that, by adding them to MedLatinLit and MedLat-
inCosmo, the accuracy of our authorship verifiers on the latter
two corpora increases. This means that, for the goals of our
task, MedLatinEpi and the Eclogues contain “more signal than
noise”; we thus merge all these four sources of text into what
becomes our final reference corpus, that we call MedLatinQues-
tio. The latter eventually consists of 16 Dantean texts (for a
total of 41,338 tokens) and 314 non-Dantean texts (for a total
of 2,044,344 tokens), and accounts for 38 different authors (in-
cluding Dante), with 15 authors represented by more than one
text each and 23 authors represented by one text each only.
In terms of textual genre, MedLatinQuestio is heterogeneous,
since it contains epistles, texts of an exegetical nature, trea-
tises, questiones of a cosmological nature, and even two poems.
The full list of texts (with their main characteristics) of which
MedLatinQuestio consists, is given in Tables 1-4.

3 This set was assembled on our behalf by Marco Signori, whom
we sincerely thank.
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Author Text Period | #Tokens
Bene Florentinus Candelabrum 1238 45,103
Comentum super Dantis Aldigherij Comoediam 1375-1380 117,361
Benvenuto Da Imola Glose Bucolicorum Virgilii 1380 4,184
Ezpositio super Valerio Mazimo 1380 3,199
Liber de Obsidione Ancone 1198 9,248
Boncompagno Da Signa Palma 1204 5,924
Rota Veneris < 1215 2,108
Ysagoge 1198-1200 4,732
L De Vulgari Eloquentia 1304—-1306 11,384
Dante Alighieri )

Monarchia 1313-1319 19,162
Filippo Villani Expositio seu Comentum super Comedia Dantis Allegherii | 1391-1405 31,442
De Vita et Moribus Domini Francisct Petracchi 1342 2,189
Giovanni Boccaccio De Mulieribus Claris 1361-1362 58,455
De Genealogia Deorum Gentilium 1360-1375 220,142
Giovanni del Virgilio Allegorie super Fabulas Owvidii Methamorphoseos 1320 23,095
Ars Dictaminis 1320 2,530
Graziolo Bambaglioli A Commentary on Dante’s Inferno 1324 41,104
Guido of Pisa Ezpositiones et Glose. Declaratio super Comediam Dantis | 1327-1328 97,305
Guido de Columnis Historia Destructionis Troiae 1272-1287 93,694
Guido Faba Dictamina Rhetorica 1226-1228 19,467
Jacobus de Voragine Chronica Civitatis Ianuensis 1295-1298 62,589
Jean d’Eppe Constitutiones Romandiolae 1283 4,483
Giovanni da Pian del Carpine | Historia Mongalorum 1247-1252 23,557
Julian of Speyer Vita Sancti Francisci 1232-1239 14,432
. Expositio Herculis Furentis 1315-1316 40,014

Nicholas Trevet . . .
Ezpositio L. Annaei Senecae Agamemmnonis 1315-1316 24,833
Pietro Alighieri Comentum super Poema Comedie Dantis 1340-1364 135,320
Ramon Llull Ars Amativa Boni 1290 98,181
Richard of San Germano Chronicon 1216-1243 35,761
Zono de’ Magnalis Vita Virgilii 1340 2,297
Total number of tokens — 1,253,777

Table 1. Composition of the MedLatinLit dataset; the 3rd column indicates the approximate historical period in which the text was written,
while the 4th column indicates the number of tokens that the text consists of. See (Corbara et al., 2022) for a specification of the critical

editions used.

4.2. Phase 2b: Define the supervised ML algorithm

4.2.1. Logistic Regression

As the supervised learning algorithm we use logistic regression
(see e.g., Aggarwal, 2018, §6.4). There are many reasons for
this choice.

First, logistic regression is known to generate highly accu-
rate classifiers when the items to classify are texts (see e.g.,
Aseervatham et al., 2012; Zhang et al., 2003; Genkin et al.,
2007).

Second, logistic regression is fast to train and generates
classifiers which are themselves fast; this is very useful in our
experiments, since leave-one-out experiments (see Section 4.4)
may become prohibitively demanding if the training algorithm
and the classifier are not efficient.

Third, the classifier trained by logistic regression is linear,
which allows an easy study of the relative importance that the
different features have had in verifying our disputed text (see
e.g., Setzu et al., 2024).

Fourth, a classifier trained by logistic regression returns,
along with a binary prediction, a confidence score (i.e., a mea-
sure of how confident the verifier is in the prediction it has
issued) in the form of a (“posterior”) probability estimate; in
other words, the confidence score Pr(y|z) represents the proba-
bility that the classifier attributes to the fact that the classified

item z belongs to class y.* That confidence scores can be viewed
as probabilities is advantageous, since this makes these scores
more easily interpretable.

Last but not least, the posterior probability estimates re-
turned by a classifier trained via logistic regression tend to
be well calibrated, which (informally) means that they are
good-quality posterior probability estimates .

4.2.2. Distributional Random QOversampling

Given the paucity of positive (i.e., Dantean) training texts, we
resort to oversampling. Oversampling methods address binary
classification scenarios in which the training data are imbal-
anced (i.e., cases with much fewer examples of one class than
of the other) by generating additional (synthetic) examples of
the minority class, already in vector form. The particular form
of oversampling we use is called distributional random over-
sampling (DRO), and was proposed by Moreo et al. (2016).

4 Accordingly, Pr(y|z) = 1 (resp., Pr(y|z) = 0) indicates that
the classifier is certain that x belongs (resp., does not belong)
to class y, while Pr(y|z) = 0.50 indicates that the classifier is
completely uncertain as whether x belongs to y or not. As an
example, Pr(y|z) = 0.90 should be interpreted as saying that
the classifier believes z to belong to class y (in our case: text z
to be by author y) with 90% confidence.
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Author Text (or collection thereof) Period #Tokens
(approx.)
De Caelo et Mundo (Book I — Treatise I) | 1251-1254 18,726
Meteora (Book I — Treatises I,IIIII,IV) 1254-1257 19,437
Albertus Magnus i R o
Liber de Principiis Motus Processivi 1258-1263 16,827
De Unitate Intellectus 1263 19,077
Antonio Pelacani of Parma | Comment on Avicenna’s Canon 1310-1323 165,810
Bartholomeus de Bononia De Luce 1270 22,422
Cicchus Esculanus Commentum in Iohannis de Sacrobosco ~ 1300 29,983
De Somno et Visione < 1187 3,543
Girardus Cremonensis Farabi < 1187 16,665
Fontes Quaestionum ~ 1200 972
Liber de Diffinitionibus < 1187 7,761
Guido Vernani Adbreviatio Expositionis ~ 1300 4,588
De Rebrobatione Monarchie 1327-1334 8,108
Iohannes De Sacrobosco Tractatus de Spera 1220-1230 9,086
Iohannes Peckham Tractatus de Spera ~ 1250 2,272
Robert Kilwardby De Natura Relationis < 1279 18,743
Michael Scotus Ezximi atque ~ 1300 32,978
R Questiones in Meteorologica Liber 1 1340-1356 35,581
Nicole Oresme . . . .
Questiones in Meteorologica Liber I1 1340-1356 15,803
Ptolemaeus Lucensis Determinatio Compendiosa < 1327 15,360
Robertus Anglicus Glossa in Tractatu de Sphera 1271 20,257
De Cometis 1222-1224 1,532
Robertus Grosseteste De Motu Supercelestium ~ 1225 3,191
De Sphaera 1216-1220 6,234
De Caelo et Mundo 1272-1273 56,399
Questiones Quodlibetales T 4 1 1256-1259 1,038
Questiones Quodlibetales 11 2 2 1256-1259 1,331
Questiones Quodlibetales 111 1 2 1256-1259 411
Thomas De Aquino Questiones Quodlibetales 111 14 1 1256-1259 572
Questiones Quodlibetales 111 4 1 1256-1259 719
Questiones Quodlibetales VI 11 1256-1259 782
Sentencia Libri Politicorum 1269-1272 66,063
Sentencia super Meteora 1269-1273 40,476
William of Moerbeke Ptolemy Quadripartitum ~ 1200 35,815
Total number of tokens — 708,521
Table 2. Composition of the MedLatinCosmo dataset; the meanings of the columns are as in Table 1.
. Period
Author Text (or collection thereof) #Texts | #Tokens
(approx.)
. Epistola ad Ermentrudem 1240-1253 1 298
Clare of Assisi R
Epistolae ad Sanctam Agnetem de Praga 1, 11, II1 | 1234-1253 2,144
Dante Alighieri Epistles 1304-1315 12 6,859
Giovanni Boccaccio | Epistles and Letters 1340-1375 24 28,894
Guido Faba Epistles 1239-1241 78 8,122
Pietro della Vigna | The Collected Epistles of Pietro della Vigna 1220-1249 146 75,683
Total number of tokens — 122,000

Table 3. Composition of the MedLatinEpi dataset; the 3rd column indicates the approximate historical period in which the texts were written,
while the 4th and 5th columns indicate the number of texts and the number of tokens that the collection consists of (a “token” being either
a punctuation symbol or a word). Differently from Corbara et al. (2022), we do not include the 30 epistles from the collection of Petrus de
Boateriis, since they are by miscellaneous authors and, especially in the AA experiments, they would thus bring about more problems than
solutions. See (Corbara et al., 2022) for a specification of the critical editions used.

DRO is an oversampling method specifically designed for classi-
fying data, such as text, for which the distributional hypothesis
holds (see e.g., Lenci and Sahlgren, 2023); in the case of text,
this hypothesis states that the meaning of a word manifests
itself in the distribution of its occurrences in large corpora of

data. DRO extends the standard vectorial representation with
random, “latent” features based on distributional properties of
the existing features. In our application of DRO, each text =
is associated to a discrete probabilistic function that can be
queried as many times as desired in order to oversample z (i.e.,
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Period
Author Text (or collection thereof) ere #Tokens
(approx.)
Dante Alighieri | Vidimus in Nigris Albo Patiente Lituris | 1319-1320 598
Dante Alighieri | Velleribus Colchis Prepes Detectus Eous | 1319-1320 786
Total number of tokens — 1,384

Table 4. Dante Alighieri’s two Eclogues; the meanings of the columns are as in Table 1.

to produce distributionally similar versions of z), where the
variability introduced in the newly generated examples reflects
semantic properties of the features that occur in the text. See
(Moreo et al., 2016) for a more detailed description of DRO.

4.3. Phase 2a: Define the stylometry-based vectorial
representation of documents

We feed the training algorithm (and the final verifier, once
trained) with vectorial representations of our texts consisting of
several feature types, each encoding a different type of stylistic
information.

We choose the set of feature types to adopt via a greedy
iterative ablation process, which consists of

choosing an initial pool F = {F1y, ..., F},, } of feature types;
testing the verification accuracy A(F) obtained by using
the entire set F, for a chosen accuracy measure A;

3. foralli € {1,...,m}, testing the verification accuracy A(F\
{F;}) obtained by removing F; from pool F;

4. defining F* = arg Ir{lgé A(F\AF:});
if A(F\{F*}) > A(F), replacing F with (F \ {F*}) and
repeating the cycle from Step 1.

In other words, we start by considering a verifier based on the
entire pool F of feature types, and iteratively remove the fea-
ture types that our experiments show to be detrimental (or to
give no positive contribution) to the accuracy of the verifier.
The initial pool F of feature types we consider is composed of
the following types of features:

1. Token lengths;

2. Function words, from a publicly available list of 74 Latin
function words used by Corbara (2019);

Sentence lengths, expressed as numbers of characters;
Part-of-speech (POS) n-grams (for n € {1, 2,3});°
Character n-grams (for n € {1, 2, 3});

Syntactic dependency n-grams (for n € {1, 2, 3});

NS ot w

Morphosyntactic verbal endings, from a publicly available
list of 245 such endings used by Corbara et al. (2022);

8. Features derived from character “masking” (as developed
by Stamatatos (2018) — see also (Corbara et al., 2023b,

5 One might object that POS n-grams do not make sense in a
language, such as Latin, that is basically word order -free. An
objection to this is that medieval Latin is not as word order -
free as classical Latin, since it was a second language for all its
writers and was thus heavily influenced by their native tongues,
which were often not word order -free. Quite aside from this,
POS n-grams make sense for word order -free languages too.
While in such a language a certain expression might equivalently
be conveyed, say, by POS 2-grams AB and BA (with A and B
indicating POS tags), a specific author might tend to use AB
instead of BA, which means that POS n-grams would be useful
in order to detect this author’s authorial fingerprint.

§3.3.2)), for which we consider the DVMA and DVEX
variants.

Note that, unlike other works in CAI, we do not consider
features based on punctuation, since Latin does not have
punctuation.

We carry out both the tokenisation phase and the feature
extraction phase, for all the above feature types, via the spaCy
NLP library, and in particular via the LatinCy spaCy module
for the Latin language.®

The reason why we use the values of n indicated for feature
types (d), (e), (f), is that preliminary experiments in which we
have tested, for each of the three types of features, values of
n higher than those, have not shown improvements (or have
shown a deterioration) in accuracy while, at the same time,
bringing about a substantial loss in efficiency, due to the higher
number of features introduced. Another type of features we had
initially considered is “syllabic quantities” (as studied by Cor-
bara et al. (2023b)), but we do not use them here (a) because
the experiments run by Corbara et al. (2023b) showed them to
be ineffective when used on medieval Latin, and because (b)
their extraction and use involves a considerable computational
burden.

Note that these features types are fairly topic- and genre-
independent. This is important since we do not want our
features to act as “confounding features” (Pearl, 2009), i.e., to
allow the verifier to unwittingly detect (i.e., be influenced by)
topic or genre instead of style alone. This is important since our
dataset is neither entirely topic-neutral (for instance, cosmol-
ogy is fairly prominent in the non-Dantean texts but not in the
Dantean ones) nor entirely genre-neutral (for instance, ques-
tiones feature promimently in the non-Dantean texts but not
in the Dantean ones), which entails the potential risk that the
dataset biases the authorship verifier towards a non-Dantean
determination for the Questio. It is exactly by choosing topic-
and genre-neutral features that we attempt to counter this bias.
However, we observe that our features are only fairly (and
not totally) topic- and genre-neutral; for instance, character
3-gram “orb” (as present in word “orbis”, which is Latin for
“sphere”) might feature more prominently in the negative (i.e.,
non-Dantean) examples than in the positive (i.e., Dantean) ones
because of the prominence of cosmological texts in the former;
this effect would be even more pronounced if we used character
n-grams for n > 4, since the higher the value of n, the closer
n-grams become to full content-bearing words. Our choice
of features thus attempts to strike a good balance between
complete topic- and genre-neutrality, and informativeness.

Before generating our vectors, we carry out standard pre-
processing; in particular, this includes lowercasing the text, and
then normalising it by replacing (i) all occurrences of character

6 For details on LatinCy’s (https://spacy.io/universe/
project/latincy) feature extraction accuracy, see the experi-
ments reported in (Burns, 2023).


https://spacy.io/universe/project/latincy
https://spacy.io/universe/project/latincy

“v” with character “u” and (ii) all occurrences of character “j”

with character “i”,” and by removing excerpts explicitly quoted
from other texts and passages in languages other than Latin
(e.g., vernacular Florentine).

Prior to generating the vectors, we also segment each of the
330 texts into (<400)-tokens-long non-overlapping segments,®
and also use the resulting segments, along with the full texts, as
training examples. The rationale of this move is to increase the
amount of training examples, with the goal of countering the
paucity of positive training examples; in our case, segmentation
results in 5,430 training examples, of which 121 Dantean and
5,309 non-Dantean. Segmenting is a standard pre-processing
step in CAI, especially when dealing with ancient texts, because
these contexts are usually characterised by a scarcity of training
examples. The choice of 400 as the (lower bound for the) length
of our segments was the result of preliminary experiments, in
which, e.g., lengths such as 300 and 500 had resulted in inferior
verification accuracy.

Each instance (segment or full text) is finally transformed
into a vector; for each feature the vector records its (TFIDF-
weighted) relative frequency of occurrence in the instance
represented by the vector. Subsequently, DRO oversamples
(i.e., generates additional stochastic variants of) full texts and
segments alike.

4.4. Phase 2c: Train and test the authorship verifier

In order to obtain a maximally accurate verifier, we test dif-
ferent system configurations, resulting from either using or not
using (a) each of the feature sets listed in Section 4.3, and (b)
DRO. We test each configuration via the leave-one-out protocol
and choose the configuration that displays the best verification
accuracy. Leave-one-out testing consists of repeating, indepen-
dently for each text z in the labelled set L (MedLatinQuestio, in
our case) the cycle consisting of

1. training the verifier,® using the chosen system configura-
tion, (i) on all the texts in L \ {z}, and (ii) on all the
(<400)-tokens segments resulting from them (and on the
artificial texts generated from (i)+(ii) by DRO, when DRO
is used),

2. applying the trained verifier on the (unsegmented) text x.

The leave-one-out protocol has the advantage of (a) testing the
accuracy of the verification method on the largest possible set
of texts (the entire set L), which lends statistical robustness to
the resulting accuracy estimate, and (b) testing it on verifiers
trained on approximately the same number of training examples
as the verifier that will be deployed on the unlabelled text (|L|—
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1 for the former, |L| for the latter), which guarantees that the
accuracy estimate is as precise as possible.

As the measure for evaluating verification accuracy we use
the well-known F; measure, since it is the standard measure for
binary classification scenarios characterised (as our application
is) by imbalance. F; is a measure that mediates between pre-
ciston (the ability of the system to avoid false positives) and
recall (its ability to avoid false negatives), and is defined as

2TP

= 9TP 1 FP § FN (n
+ FP + FN

By

where TP, FP, FN, denote the numbers of true positives, false
positives, and false negatives, resulting from the leave-one-out
test. The values of F; range between 0 (worst) and 1 (best).

Once we have run a leave-one-out test for all the configu-
rations we want to test, we choose the configuration that has
displayed the best accuracy in the leave-one-out test, use it to
train a verifier on all the 330 texts in MedLatinQuestio, and apply
the trained verifier to the Questio. In case there is more than
one best-performing configuration in the leave-one-out test, we
choose the one that displays the best value of soft Fy (here in-
dicated as Fy'), a measure similar to F, that we here define and
whose goal is to assess the quality not of the binary predictions
but of the posterior probability estimates.!®

Note that, for each of the |L| = 330 runs, we independently
optimize two hyperparameters of logistic regression, namely

e the C hyperparameter, for which we test all values in
{107%,10735,1073,...,10%*}; C sets the regularization
strength, thereby defining the tradeoff between training
error and model complexity;

e the class_weight hyperparameter, for which we test all
values in € {None, Balanced}; class_weight attempts to re-
balance imbalanced settings, by assigning higher weight to
more infrequent classes.

5. Experimental results

A key part of our experiments is the greedy iterative ablation
process described in Section 4.3. The ideal way to carry it out

7 We do this in order to factor out the effects of the different
approaches to orthography that different copyists or editors may
have followed. For example, in medieval written Latin, instead
of the two modern graphemes “u-U” and “v-V”, there was only
one grapheme, represented as a lowercase “u” and a capital “V”;
some contemporary editors follow this canon while others do
not.

8 ¢(<400)-tokens-long segments” means that we chop the text

only at the end of full sentences, which means that a segment is
allowed to be longer than 400 tokens in order to allow a sentence
to be incorporated in the segment in full.

9 This also includes computing the IDF component of TFIDF;
this component is, as it should, recomputed anew in each itera-
tion of the leave-one-out protocol, so as not to involve the test
document in its computation.

10 F} may be defined by considering the values TP, FP, FN, TN
of a binary contingency table not as counts but as probability
masses. E.g., while in the standard view a positive example that
has been correctly classified contributes 1 to the TP cell and 0
to the FN cell, in this view a positive example such that the
posterior probability estimate of the positive class is 0.80 con-
tributes 0.80 to the TP cell and 0.20 to the FN cell; similarly,
a negative example such that the posterior probability estimate
of the positive class is 0.80 contributes 0.80 to the FP cell and
0.20 to the TN cell. F} is computed via Equation 1 but using
the contingency table populated by the posterior probability es-
timates instead of the one populated by the binary predictions.
F} is thus a measure of the average degree of confidence that
the system has in the correct prediction (it is maximum when
the system always makes the correct prediction with 100% con-
fidence, i.e., when it is always the case that Pr(y|z) = 1 and the
true class of z is y or Pr(y|z) = 0 and the true class of z is not
y); unlike other such measures, such as the Brier score, F} re-
wards systems that balance their ability to avoid “false negative
probability mass” and their ability to avoid “false positive prob-
ability mass”. In this sense, the Brier score is the “soft” analogue
of (the complement to 1 of) vanilla accuracy, while F} is the
soft analogue of F7.
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would involve using, in Step 2, a leave-one-out test. Unfor-
tunately, an iterative ablation process that uses leave-one-out
tests would be computationally too expensive (a single leave-
one-out test requires about one and a half days on a workstation
equipped with an Intel Xeon Gold 6338 CPU @ 2.00GHz and
1TB of RAM, running Ubuntu 22). As a result, we carry out
these tests in a more empirical way, i.e., we first identify the
10 texts that, using the initial pool F of feature types, are the
hardest to classify correctly, and then use the classification ac-
curacy obtained on these 10 texts as the guiding criterion for
Step 2.

In our experiments, the maximally accurate configuration
turns out to be the one that uses

1. The set of feature types (identified via the iterative ablation
process) consisting of

a. Token lengths, for a total of 18 features;'!
. Sentence lengths, for a total of 998 features;

c. POS n-grams, for n € {1,2,3}, for a total of 3,333
features;

d. Character n-grams, for n € {1, 2, 3}, for a total of 8,201
features.

e. Morphosyntactic verbal endings, for a total of 242 fea-
tures;

f. Features derived from character masking, in the DVEX
variant, for a total of 277 features;

This generates a grand total of 13,069 features.'?

2. DRO. In our application of DRO we ask the system to gen-
erate a number of synthetic positive examples such that
the final ratio between positive and negative examples is
20/80, a ratio usually considered optimal in the literature
on oversampling (see Moreo et al., 2016). This results in an
extended, vectorized version of the MedLatinQuestio dataset
consisting of 5,916 examples (of which 1,183 in class Dante
and 4,733 in class notDante), and described by 32,445 fea-
tures (13,069 “natural” features and 19,376 “latent” features
generated by DRO).

In the leave-one-out experiments on our 330 texts this configu-
ration achieves a remarkable value of F; = 0.941.'3 This results
from the fact that the system

11 The numbers of features mentioned here are those used in the
final authorship verifier, trained on the entire MedLatinQuestio
dataset. Of course, in each of the runs of which a leave-one-out
test (see Section 4.4) consists, the numbers may be a bit smaller,
and vary across runs; for instance, in the entire MedLatinQuestio
dataset there are tokens of 18 different lengths, but in a specific
run the number of different token lengths might be smaller since
some token lengths might not be present in the training set of
that run.

12 The absence of function words from the chosen set of feature
types might surprise, given the fact that they are an extremely
popular feature type in CAI. One possible explanation might
be that many function words are short, and are thus captured
anyway as character n-grams. For instance, conjunction “et”
(Latin for “and”) is also a character 2-gram, and is also captured
by character 3-grams “_et” and “et_”. So, albeit imperfectly,
many function words are present anyway in the final vector
representation.

13 The value of “vanilla” accuracy, which is defined as the frac-

tion of all classification decisions that are correct, is instead
VA = 328/330 = 0.994.

Author Text Confidence i'n iihe

correct prediction
Giovanni Boccaccio | Epistle 1 X 0.001
Giovanni Boccaccio | Epistle 23 X 0.123
Giovanni Boccaccio | Epistle 6 v 0.605
Guido Faba Epistle 80 v 0.794
Dante Alighieri Epistle 4 v 0.795
Guido Faba Epistle 91 v 0.828
Giovanni Boccaccio | Epistle 17 v 0.835
Guido Faba Epistle 25 v 0.869
Giovanni Boccaccio | Epistle 2 v 0.875
Dante Alighieri Monarchia || v 0.880

Table 5. The texts that our authorship verifier finds the hardest
to verify; the 3rd column indicates whether the system’s inference
proves correct (v) or not (X), while the 4th column indicates the
system’s confidence in the correct prediction (i.e., the probability
Pr(y|z) where y is the true class of z).

System FP | FN F Fy
Maximally accurate configuration 2 0 | 0.941 | 0.890
Without DRO 0 13 | 0.315 | 0.370
Without verbal endings 3 0 | 0.914 | 0.857
Without character masking features 3 0 | 0.914 | 0.849
Without token lengths 3 0 | 0.914 | 0.880
Without sentence lengths 4 1 | 0.857 | 0.866
Without POS n-grams 2 0 | 0.941 | 0.836
Without character n-grams 8 8 | 0.500 | 0.381

Table 6. Results of our ablation experiments for AV.

e correctly evaluates as Dantean all the 16 Dantean texts
(De Vulgari Elogquentia + Monarchia + 12 epistles + 2
eclogues);

e correctly evaluates as non-Dantean 312 out of the 314 non-
Dantean texts (it incorrectly evaluates Boccaccio’s Epistle
1 and Epistle 23 as Dantean).

The quality of the system is extremely good not only in terms
of the accuracy of its binary predictions, but also in terms of
the quality of its confidence scores, as witnessed by a F} score
of 0.890. This high value of F} derives from the fact that 320
out of 330 texts are correctly verified with confidence > .890.
The 10 texts hardest to verify are listed in Table 5 (for these,
2 decisions were incorrect and 8 decisions were correct), which
reports the probability that the system attributes to the true
class of the text. As shown in the table, Giovanni Boccaccio
is the author that the system considers stylistically closer to
Dante, since the system (a) erroneously attributes to Dante
two of his texts, and (b) classifies other 3 texts by him as non-
Dantean with some uncertainty.

5.1. Which factors contributed most?

It may be interesting to measure how much each factor (e.g.,
use of a specific feature type, use of DRO, etc.) contributes
to the high level of accuracy of our authorship verifier. We do
this via factor ablation, i.e., we run leave-one-out tests each
using a system that only differs from the maximally accurate
configuration for the absence of a specific factor. The results of
these ablation experiments, one for each feature type and one
for DRO, are reported in Table 6; in terms of Fj, they show
that



e The single most important factor that contributes to the
high performance of the maximally accurate configuration
is the use of DRO; without DRO, the system obtains
a very disappointing Fj value of 0.315, due to the fact
that no less than 13 out of 16 Dantean texts are erro-
neously considered non-Dantean, while with DRO the value

of F; jumps to 0.941, which amounts to an impressive

(1-0.315)—(1—-0.941)
1-0.315

confirms those reported in (Moreo et al., 2016), which had

shown that, when the prevalence of the minority class is

= 91.4% error reduction. This result

below 5% (in our case, it is 2.49%, resulting from 121
Dantean segments and 4733 non-Dantean ones), the use
of DRO systematically improves classification results (also
outperforming all other baseline oversampling methods).

e The other, almost equally important factor is character n-
grams; without them, we again witness a dramatic drop
in Fy, from 0.941 to 0.500 (a (=500 -(120.941) _ gg 59
error reduction), again caused by the fact that 8 out of 16
Dantean texts (plus 8 non-Dantean texts) are misclassified.

e The other four sets of features are way less critical to the
performance of the verifier, since any system resulting from
the removal of only one of them obtains an F} score higher
than 0.800. Still, each of them contributes substantially.!*

Table 6 also shows that DRO is essentially a recall-enhancing
device, since all configurations with DRO (i.e., all configura-
tions in the table but the one in the 2nd row), while generating
a few false positives less, generate many more false negatives,
and it is the false negatives that have the greatest impact on
F1, since in our context the positive examples are few. In other
words, in an imbalanced context such as this, DRO greatly
enhances recall, even if at the price of a small drop in precision.

6. Is Dante the true author of the Questio?

At this point, we are ready to ask our authorship verifier
whether Dante Alighieri is the true author of the Questio or
not. In order to determine this, (a) we use the maximally ac-
curate configuration to train an authorship verifier on the full
set of 330 texts of undisputed authorship, and (b) we apply the
resulting verifier to the Questio. The result we obtain is that

1. according to our verifier, Dante is the true author of the
Questio;

2. the verifier’s degree of confidence in this fact (i.e., its pos-
terior probability estimate) is Pr(Dante| Questio)=0.999976;
this is equivalent to saying that, according to the verifier,
there are 24 chances in a million that the Questio might
be non-Dantean.'®

14 Note that the POS n-grams did not bring about any improve-

ment in classifier performance (as measured in terms of F}), but

their adoption proved useful for improving the confidence of the
. (1-0.836)—(1—0.890 __

system (they bring about an — 0836 — 32.9% error

reduction in FY}), thus confirming the hypothesis we illustrated

in Footnote 5.

15 Since our maximally accurate configuration uses DRO, and
since DRO extends the vector representing the unlabelled text
with artificial features whose values it assigns nondeterminis-
tically, we use DRO to generate 100 “random versions” of the
vector representing the Questio, and classify each of them in-
dependently. In all of these 100 random runs the Questio is
classified as Dantean with a confidence higher than 0.999; the
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One question we may ask ourselves is if the prediction that the
Questio is Dantean, and the almost absolute certainty that the
verifier has in this fact, may have been determined by the com-
position of the corpus. We think that quite the opposite is true,
since the non-Dantean training examples are, on average, more
similar (in terms of topic and genre) to the Questio than the
positive examples. Indeed, note that the set of non-Dantean
training examples contains several texts of a cosmological na-
ture (which are thus topically similar to the Questio) and
several questiones (which are thus similar to the Questio in
terms of genre), while this is not true of the Dantean train-
ing examples. In other words, if topic and genre had interfered
with the determination due to the imperfect topic- and genre-
neutrality of the features we have used (see the discussion in
Section 4.3), this would have pushed the system towards stat-
ing that the Questio is non-Dantean. Ultimately, this means
that the actual composition of the corpus even reinforces the
credibility of the system’s attribution of the Questio to Dante.

6.1. Further investigations: Authorship attribution

While the results we have just described seem to provide strong
evidence in favour of the Dantean paternity of the Questio,
one may wonder whether we might obtain the same result by
subjecting the Questio to an authorship verifier for one of the
other 37 candidate authors (e.g., whether an authorship verifier
for, say, Giovanni Boccaccio might claim that the Questio is by
Boccaccio), thus generating a contradiction. A thorough test
of this hypothesis would be computationally expensive, since
we should not only train and apply to the Questio 37 other
authorship verifiers, but we should also run a leave-one-out test
for each of them in order to estimate their reliability.

We circumvent the problem by subjecting the Questio to
a system trained to perform authorship attribution (see Sec-
tion 3), i.e., to predict who among a closed set of candidate
authors is, if at all, the true author of the Questio. To this
end, we first set up, and test for accuracy via leave-one-out
cross-validation, an AA system by

1. considering as candidates the 15 authors for whom we have
at least 2 texts (for the other 23 authors we have 1 text
only);'°

2. choosing the maximally accurate configuration identified in
our AV studies (logistic regression'” + six feature sets, but
without DRO, since DRO is a technique that only applies
to binary classification);

3. optimizing, via k-fold cross-validation, the class_weight
and C hyperparameters of logistic regression;'®

value of 0.999976 reported above is the median among these 100
values.

16 A leave-one-out test of an AA system that involves an author
A for whom we have one text x only, would be vacuous; assum-
ing, as it should be, that x is used as a training example, we
would have no test examples by this author, which means that
the ability of the system to attribute to A the texts actually
written by A could not be tested.

17 Logistic regression is a supervised machine learning method
which can deal not only with binary classification tasks (such as
AV) but also with multiclass classification tasks (such as AA).
18 For reasons similar to the ones discussed in Footnote 16, we
perform this optimization on the set of 11 authors for whom we
have at least 3 texts each; indeed, for the optimization to make
sense, there needs to be, for each author, at least one text in the
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Table 7. Contingency table deriving from our authorship attribution experiments; correct attributions are displayed in black circles while

misattributions are displayed in grey circles.

4. testing, via leave-one-out cross-validation, the AA system
identified in Step 2 and instantiated with the hyperparame-
ters found optimal in Step 3, on the set of 307 texts written
by these 15 authors.

The leave-one-out test returns a macroaveraged F value (where
“macroaveraged F)” stands for the average F) across all au-
thors) of 0.636 (and a vanilla accuracy value of VA = 275/307 =
0.906), resulting from correctly classifying 275 out of 307 texts
and misclassifying the other 32. This is a very high macroav-
eraged F; value, since the task of picking, for each item, the
correct class among 15 different classes, is obviously a much
more difficult problem than choosing (as in AV) between 2
classes only. The full contingency table deriving from these ex-
periments is reported as Table 7. The results seem to suggest
that some authors are “close” to each other in terms of style,
as witnessed by the fact that the system has a tendency to at-
tribute to one author the texts of the other, and/or vice versa.
For instance, some closeness in style seems to exist between
Boncompagno da Signa and Dante Alighieri, as indicated by
the fact that the system attributes 1 text by the former to the
latter, and 1 text of the latter to the former. Another exam-
ple is a detected closeness between Robertus Grosseteste and
Albertus Magnus, as shown by the fact that all 3 texts by the

training set, at least one text in the validation set, and at least
one text in the test set.

former are mistakenly attributed to the latter; similar observa-
tions seem to indicate some degree of similarity between Pietro
della Vigna and Benvenuto da Imola. Other authors such as Gi-
rardus Cremonensis, Nicholas Trevet, and Nicole Oresme, seem
instead to have a truly unique style, since none of their texts is
misattributed to others and no text by others is misattributed
to them.

We then train an AA system on the entire set of 307 texts
and apply it to the Questio. The AA system thus trained an-
swers that, out of these 15 authors, the true author of the
Questio is Dante Alighieri, with a probability of 0.692, which
means that the system attributes only a probability of 0.308 to
the fact that the Questio is by one of the other 14 authors.

Despite the above results, we cannot exclude that one of the
other 23 authors might have been predicted to be the author
of the Questio, should we have considered them as candidates.
We thus train an AA system on the entire set of 330 docu-
ments and the entire set of 38 authors, and apply it to the
Questio. Also the AA system thus trained answers that, out of
our 38 authors, the true author of the Questio is Dante, with a
probability of 0.422. Table 8 lists the 38 authors in decreasing
order of probability that the AA system attributes to the fact
that the author is the person who actually wrote the Questio.
The 2nd top-ranked author, after Dante, is Nicole Oresme with
a probability of just 0.0468. As a further check, we train an
“Oresme vs. notOresme” AV system, with the goal of assessing
whether some other author in our author set might be a plausi-
ble contender for the authorship of the Questio. The AV system



# Author Probability
1 Dante Alighieri 0.4215
2 Nicole Oresme 0.0468
3 Guido Vernani 0.0410
4 Bartholomeus de Bononia 0.0402
5 Antonio Pelacani da Parma 0.0314
6 Michael Scotus 0.0276
7 Robertus Anglicus 0.0265
8 Boncompagno Da Signa 0.0255
9 Graziolo Bambaglioli 0.0250
10 Cicchus Esculanus 0.0250
11 Guido of Pisa 0.0242
12 Pietro Alighieri 0.0213
13 Thomas De Aquino 0.0207
14 Robertus Grosseteste 0.0183
15 Filippo Villani 0.0180
16 Ptolemaeus Lucensis 0.0169
17 Robert Kilwardby 0.0145
18 Julian of Speyer 0.0136
19 Giovanni Boccaccio 0.0136
20 Guido De Columnis 0.0132
21 Giovanni Del Virgilio 0.0125
22  Albertus Magnus 0.0111
23 Iohannes Peckham 0.0107
24 Bene Florentinus 0.0105
25 Jacobus de Voragine 0.0105
26 Giovanni da Pian Del Carpine 0.0084
27 Iohannes De Sacrobosco 0.0079
28 Benvenuto Da Imola 0.0071
29 Ramon Llull 0.0069
30 Girardus Cremonensis 0.0059
31 Pietro della Vigna 0.0038
32 Richard of San Germano 0.0036
33 Zono de’ Magnalis 0.0033
34 William of Moerbeke 0.0031
35 Jean d’Eppe 0.0031
36 Nicholas Trevet 0.0030
37 Guido Faba 0.0022
38 Clare of Assisi 0.0017

Table 8. Our 38 authors, listed in decreasing order of probability
that the AA system attributes to the fact that the author is the true
author of the Questio.

denies, with a confidence of 0.836, that Nicole Oresme might be
the author of the Questio, which is a clear enough answer to the
above question. Altogether, these results seem to exclude the
possibility that an authorship verifier for a different candidate
author, when given the Questio to verify, might have answered
affirmatively.

6.2. Further investigations: Most similar texts

In order to obtain hints as why our AV and AA systems so
confidently attribute the Questio to Dante, we rank the 330
texts in order of similarity to the Questio, where the similarity
between two texts is defined as the cosine between the vectors
representing them, and where we use the same vectorial rep-
resentations of the texts as in our maximally accurate verifier
of Section 5 (we do not use the artificial features inserted by
DRO, though). The reason why we focus on similarity to the
Questio is that, quite obviously, the texts recognised as most
similar to it are likely to play a major role in attributing it to
Dante.
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Table 9 lists the 10 texts that are found most similar to the
Questio. From them, we can see that Monarchia tops the chart
of the most similar texts.

Author Text Similarity
1 Dante Alighieri Monarchia 0.9176
2 Guido Vernani De Rebrobatione Monarchie 0.9127
3 Nicole Oresme Questiones in Meteorologica Liber I 0.9115
4 Nicole Oresme Questiones in Meteorologica Liber IT 0.9114
5 Bartholomeus de Bononia De Luce 0.9079
6 Michael Scotus Ezimi Atque 0.9062
7 Robertus Anglicus Glossa in Tractatu de Sphera 0.9014
8 Ptolemaeus Lucensis Determinatio Compendiosa 0.9004
9 Cicchus Esculanus Commentum in ITohannis de Sacrobosco 0.8991
10 Filippo Villani Ezpositio seu Comentum super [...] 0.8942

Table 9. The ten texts found most similar to the Questio.

6.3. Further investigations: Why do our systems
believe the Questio to be by Dante?

As we have discussed above, both our AV and AA systems
clearly believe that the hand behind the Questio is Dante’s. The
remaining, unanswered question is: why do they believe this?
This is an important question, because a properly formulated
answer might be a useful tool for philologists.

Unfortunately, this problem is not easy. It is well-known
that models trained by machine learning tend to be opaque,
i.e., unable to provide explanations of their decisions that are
at the same time truthful, understandable by humans (e.g., by
a philologist), convincing, and informative. Endowing models
trained by machine learning with the above ability is the goal
of explainable machine learning (often called explainable Al,
or XAI), an active area of research nowadays (Guidotti et al.,
2025). Unfortunately, while XAl has obtained some degree of
success for models that issue predictions on tabular data, or
on images, this success has been much more limited for models
that issue predictions on textual items. A recent research (Setzu
et al., 2024), aimed at finding which state-of-the-art XAI tech-
niques are the best for authorship analysis applications, reached
the conclusion that, when authorship analysis is the applica-
tion, no XAI technique nowadays truly succeeds in providing
explanations of a trained model’s behaviour that are both
understandable and useful to a philologist.

Why the decisions of our authorship verifier are difficult to
explain in human terms (and the same goes for our authorship
attribution system) is easy to see; since our verifier uses 32,445
features, and since logistic regression returns linear models, this
means that a prediction issued by our verifier is a sum of 32,445
factors, each of which contributes a tiny bit of information to
the final decision. In other words, there are 32,445 reasons be-
hind a prediction of our verifier, and explaining these reasons
to a human in compact and understandable form is hard.

However, something we can do is to investigate which of
these 32,445 features weigh most in the decision, since this
may be helpful in showing at least the most important rea-
sons behind the system’s determination; by the expression top
k explaining features (or top k explainers) we will indeed indi-
cate the k features that have the highest such weight. In order
to understand explaining features, we first need to recall that,
in a linear model such as those trained by logistic regression, a
classification decision for text z is taken by

1. computing a scalar product h(z) = 3¢, w;z; + b, where ¢
is the total number of features, w; (resp., x;) is the value
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of the i-th feature in the vector representing the classifier
(resp., representing text =), and b is a “bias” term;
2. returning a positive decision if and only if h(x) > 0.

It is customary to distinguish between local explainers and
global explainers. By local explainer we will indicate a feature ¢
such that |w;z;| is high; intuitively, if |w;z;| is high, the contri-
bution of feature ¢ to the final decision for text x is high, with
¢ contributing positively (i.e., pushing towards a positive deci-
sion) if w;x; > 0 (which actually means if w; > 0 and z; # 0,
since x; > 0 is always true) and contributing negatively (i.e.,
pushing towards a negative decision) if w;z; < 0. Conversely,
by global explainer we will indicate a feature 7 such that |w;]|
is high, irrespectively of the value of z;; intuitively, if |w;| is
high, the contribution of feature ¢ to the final decision tends
to be high for all texts, with ¢ contributing positively (i.e.,
pushing towards positive decisions) when w;z; > 0 and con-
tributing negatively (i.e., pushing towards negative decisions)
when w;z; < 0. In other words, local explainers are features
that contribute highly for a specific text x, while global ex-
plainers are features that tend to contribute highly in general,
i.e., for all texts.

Table 10 reports the distribution across the different fea-
ture types of the top 100 positive and negative explainers, local
and global. The data from this table suggest that morpho-

Positive Negative
Family Local Global Local Global
Morphosyntactic verbal endings 46 55 37 31
Character n-grams 21 13 8 64
POS n-grams 13 0 14 2
Sentence lengths 10 0 25 3
Character masking (DVEX) 6 16 7 0
Word lengths 4 16 9 0

Table 10. Percentage distribution of feature types among the top
100 explaining features for the Questio, distinguishing local wvs.
global explainers and positive vs. negative signal.

syntactic pieces of evidence, especially verbal endings, are the
main drivers of the classification decision, In the local ranking,
the strongest positive contributions overwhelmingly come from
verbal endings, such as -est, -eat, -ebatur, -atur, -are, and
-retur,'® which indicates that the model finds the strongest
Dantean signal in recurrent inflectional patterns. The global
list is somewhat more heterogeneous, with character masking
DVEX features, character n-grams, and word lengths also ap-
pearing prominently, but even there verbal endings remain the
largest family overall. This does not mean that the verifica-
tion decision rests on any one of these feature types taken in
isolation; rather, the rankings indicate that the positive deci-
sion emerges from the accumulation of many weak-to-moderate
stylistic cues, with verbal morphology being the most salient
family. Table 10 shows that verbal endings especially domi-
nate the positive signal, accounting for 46% of the top local
contributions and 55% of the top global ones, while the nega-
tive signal is more mixed, with verbal endings still prominent

19 The full lists of the 100 top explainers (posi-
tive or negative, local or global) are available at
https://github.com/AIMH-AI4Text/Questio_AV/tree/master/
results/explanations

(37% locally, 31% globally) but with a much stronger contribu-
tion from sentence-length features at the local level (25%) and
character n-grams at the global level (64%).

7. Related work

To the best of our knowledge, this is the first time that the
Questio is being analysed with the tools of machine learning
and stylometry. However, there is already some substantial lit-
erature on applying computational authorship analysis to Latin
texts, despite the fact that ancient languages such as Latin
pose additional problems with respect to widely spoken modern
languages, like the alterations that ancient texts may have un-
dergone due to the textual tradition, and the heavy limitations
in the availability of training data.

Notable case studies in the area of stylometry as applied
to Latin texts are the research on the writings of Hildegard of
Bingen (Kestemont et al., 2015) and on the Corpus Caesari-
anum (Kestemont et al., 2016), the identification of Apuleius as
the most probable author of a newly found manuscript (Stover
et al., 2016), the inquiry of Tuccinardi (2017) regarding the
authenticity of one of Pliny the Younger’s letters, the attempt
to recognise Cicero’s written style against the styles of other
background authors (Vainio et al., 2019), the investigation of
Kabala (2020) on the identities of the Monk of Lido and Gal-
lus Anonymous, and the study regarding the so-called “13th
Epistle” of Dante Alighieri (Corbara et al., 2022).

Problems in the verification or attribution of Latin texts
have also prompted the experimentation of new CAI techniques,
such as the use of “syllabic quantities” (Corbara et al., 2023b)
and POS-grams (Chen et al., 2024) as stylometric features,
the use of pairwise differential learning for attribution veri-
fication, authorship attribution, and same-author verification
(Corbara et al., 2023a), the use of explainable machine learn-
ing for authorship analysis aims (Setzu et al., 2024), and the
use of large language models (LLMs) for authorship verification
and attribution (Gorovaia et al., 2024).

8. Conclusion

Our work provides strong evidence that Dante Alighieri may be
the true author of the Questio. As the main sources of evidence,

we can list

1. The fact that our authorship verifier determines the Ques-
tio to be Dantean, together with the fact that our au-
thorship verifier’s inferences are credible. This credibility is
witnessed by the fact that, when applied to a set of 330 me-
dieval Latin texts (many of which similar to the Questio in
terms of both topic and genre), it correctly determines 328
of them (which corresponds to F; = 0.941 and VA = 0.994).
In particular, note that none of the texts similar to the
Questio in terms of either topic or genre, is misclassified
by our verifier (the only misclassified documents are two
epistles).

2. The fact that our authorship verifier is extremely confident
in the Dantean paternity of the Questio (its degree of confi-
dence in this being Pr(Dante| Questio)=0.999976), together
with the fact that our authorship verifier’s confidence scores
(the posterior probability estimates) are reliable, as shown
by the F} = 0.890 score obtained in the leave-one-out test.

3. The fact that our authorship attribution system considers
Dante by far the most likely author of the Questio out of


https://github.com/AIMH-AI4Text/Questio_AV/tree/master/results/explanations
https://github.com/AIMH-AI4Text/Questio_AV/tree/master/results/explanations

the 38 authors we consider, with a probability of 0.422 (by
contrast, the author considered the 2nd most likely obtains
a probability of 0.0468, roughly 10 times smaller).

4. The fact that, as discussed in Section 6, the very compo-
sition of the corpus could favour, if at all, a non-Dantean
determination, and certainly not a Dantean one.

One question we might ask ourselves is whether this determi-
nation could be overturned by other future experiments. In
principle, this might indeed happen. For instance, suppose that
the true author of the Questio (let us call him, for convenience,
“Adso of Melk”) is not among our 38 authors, and that we hap-
pen to obtain and add to our dataset a set of texts known
to be by him. In this case, it might well be that an author-
ship verifier tasked with deciding whether the Questio is by
Adso of Melk or not answers affirmatively, and that the au-
thorship verifier tasked with deciding whether the Questio is
by Dante or not answers negatively (because of the fact that
the non-Dantean training documents now also contain texts by
Adso of Melk, and have thus undergone a substantial qualitative
change). However, we conjecture that, while possible in prin-
ciple, this hypothesis is very unlikely, since it would be wery
difficult to explain why Dante has stood out so prominently
from the competition both in the AV and in the AA experi-
ments we have reported in this paper. In other words, if Adso
of Melk is the true author, why does the AV system of Section 6
give such a strong Dantean determination? why does the AA
system of Section 6.1 indicate that Dante is ten or one hundred
times more likely to be the author of the Questio than each of
our other 37 authors?

It would be tempting to answer that this may happen be-
cause Adso of Melk was in all evidence a very good forger, and
that he imitated Dante’s style so well as to deceive both our
AV and AA systems. However, we think that, while possible,
this hypothesis is unlikely too, since the statistical distribu-
tion of the linguistic traits that we use as features is difficult,
if not impossible, to imitate for a human, and much more so
for a human unaware of the existence of yet-to-come computa-
tional authorship analysis techniques. Indeed, the assumption
that underlies computational authorship analysis is that (in line
with the “evidential paradigm” theorized by the late historian
Carlo Ginzburg (1989)) the linguistic micro-phenomena that we
use as the features of our vectorial representations escape the
conscious control of the author. In other words, even if we as-
sume that a skilled forger can successfully imitate, say, Dante’s
statistical distribution of sentence lengths (hard, but perhaps
not impossible), it seems virtually impossible that s/he can im-
itate Dante’s statistical distribution of character n-grams. As a
side note concerning these latter, in an AV experiment that we
run and that uses character n-grams (for n € {1, 2, 3}) as the
only feature type, Dante is indicated as the true author of the
Questio with probability 0.9988.

From a technical standpoint, the most relevant fact that
emerges from our work is the strong contribution of distribu-
tional random oversampling, which brings F; from 0.315 to
0.941. To the best of our knowledge, DRO is being used in AV
(and in authorship analysis in general) for the very first time
(other aspects of our systems, such as the various feature types
we use, are instead not novel), and we believe that it holds
promise for computational authorship verification in cultural
heritage, since the latter is a context in which training texts
are usually few, i.e., a context in which we can benefit from the
addition of plausible artificial training examples of the minority
class.
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Note that the improvement that DRO brought about in our
experiments was not granted. In fact, DRO is based on the hy-
pothesis (that is by now backed by a lot of empirical evidence)
that content-bearing words obey the distributional hypothe-
sis. However, we have used DRO in an unorthodox way, i.e.,
starting from vectorial representations of features that are not
content-bearing words, but are function words, token lengths,
POS n-grams, etc. In other words, the success that DRO has
had in extending vectorial representations of features that are
not content-bearing words somehow seems to suggest that also
these features obey the distributional hypothesis, a fact that
might deserve further investigation.
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