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Abstract—In the course of history, many ancient codices (i.e.,
bound volumes of manuscripts) written in the Coptic language
have been dismembered, often at the hand of sellers of antiques,
into individual sheets, who have ended up scattered across the
planet. Reconstructing these codices in their original form would
be extremely important for a better understanding of the culture
of Coptic-speaking communities, and is a long-standing goal of
paleographers and egyptologists alike. In this paper we present
ReCoptic, a probabilistic, “contrastive” image classification sys-
tem based on computer vision techniques, whose goal is to aid
scholars in reconstructing dismembered ancient Coptic codices.
Given a collection of scans of individual pages of ancient Coptic
manuscripts, the system evaluates, for each pair of such scans, the
(“posterior”) probability that the two pages originate from the
same codex, and ranks all such pairs in descending order of their
associated posterior probability. The scholar can thus discover
yet unknown pairs of pages originating from the same codex by
examining, starting from the top of the list, the pairs proposed
by ReCoptic. In experiments that we have run on a collection of
6,000+ pages of Coptic manuscripts, ReCoptic displays extremely
high accuracy. The code for reproducing these experiments is
available at https://github.com/lorebianchi98/ReCoptic

Index Terms—Coptic Codices, Computer Vision, Ranking

I. INTRODUCTION

Coptic is a language from the Nile valley which represents
the last stage in the evolution of Egyptian languages, and a
successor of the hieroglyph-based language of the pharaonic
era. A significant number of manuscripts written in Coptic
have fortunately survived to this day, though often in a frag-
mentary state. Originally, many such manuscripts were part of
codices (singular: codex), i.e., bound volumes that contained
several texts of different nature. However, throughout the ages
many codices have been dismembered, often at the hand of

This work has been partially funded by project “Italian Strengthening of
ESFRI RI RESILIENCE” (ITSERR), funded by the European Union under
the NextGenerationEU funding scheme (CUP B53C22001770006).

sellers of antiques, who had discovered that more money could
be made by selling these manuscripts “by the sheet” than
by selling the codices in their entirety. This has had very
negative consequences, since the wealth of Coptic manuscripts
that have reached us lie dismembered and scattered across
the planet, with one sheet in, say, a library in Paris and the
sheet that followed it in the codex owned, say, by a New
York library, with the fact that the two sheets originate from
the same codex possibly ignored by both libraries and by
the scholarly community at large. This situation enormously
hinders the work of scholars who study these manuscripts,
as one of them might examine an extremely interesting sheet
and ignore whether the sheet that followed it in the codex
has survived, and, in this lucky case, which library around the
world owns it.

Reconstructing these codices (i.e., reassembling the individ-
ual pages into the codex that originally contained them) was, in
the past, terribly difficult, since a scholar had to realise (using
her understanding of the Coptic language, but also detecting
visual similarities) that the page she was currently examining,
say, in a Roman library, had very similar characteristics to
a page she had examined years before in a library in Cairo.
Luckily, technology has significantly reduced these difficulties,
since manuscripts have been scanned, the resulting digital
images have been made available to the research community at
large, and scholars can thus access virtual digitised collections
of scans of heterogeneous provenance from their own desk.
Still, to reconstruct a codex, albeit virtually, a scholar must
rely on her intuition, and notice similarities between a page
she is studying and another which she had seen in the past;
in other words, the reconstruction of Coptic codices by the
scholarly community is a time-consuming endeavour, and its
progress is slow.

In this paper we describe our attempt to automate this
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reconstruction process by building ReCoptic, a computerised
system that recognizes visual similarities between two pages
(see Figure I for an example) and ranks pairs of pages from
a virtual collection in descending order of the similarity,
as perceived by the system, between the two constituent
pages. ReCoptic thus allows a scholar wishing to work on
codex reconstruction to find yet undetected pairs of pages that
originate from the same codex, to validate them as such, and
to do all the above in an efficient manner.

That a computerised system may guess whether two pages
originate from the same codex, is conceivable, since pages
from the same Coptic codex often have similar visual char-
acteristics, such as same number of lines per page, same
line width, same character size, similar handwriting, etc. Our
idea thus consists in using sample labelled pairs of scanned
manuscript pages for training, via supervised machine learn-
ing, a probabilistic classifier that estimates the probability that
two pages are from the same codex or not.

The rest of the paper is organised as follows. After dis-
cussing related work in Section II, in Section III we present
ReCoptic and the way we have fine-tuned it on task-specific
training data. Section IV focuses on the experiments we have
run on a collection of 6000+ scans of Coptic manuscript pages.
In Section V we instead describe a tool, that we have designed
using “learning to quantify” [1] techniques, that allows a
scholar to gauge, at any time during the validation process,
how many pairs of pages coming from the same codex she is
likely to find by annotating the next x pairs in the ranking.
Section VI concludes, pointing at avenues for future research.

II. RELATED WORK

Coptic in the digital humanities. In the last 20 years, in
the digital humanities there has been some interest in the
automatic treatment of Coptic texts. Most of this work has
been in the area of optical character recognition [2], [3], or in
the area of natural language processing for the Coptic language
[4], including work on machine translation [5], morphological
analysis [6], parsing [7], named entity recognition [8], and
computational lexicography [9], [10]. However, our work is
different, since it is based neither on OCR nor on NLP, and
only relies on a language-agnostic, “contrastive” probabilistic
image classification approach performed via computer vision
techniques.
Technology-assisted review. Technology-assisted review
(TAR – [11]–[13]) is the task of building software systems
(usually, via a combination of supervised learning techniques)
that assist a user whose task is to annotate a finite set of
datapoints according to a set of classes, where “assisting the
user” basically means maximising the cost-effectiveness of her
work. Essentially, what we want to build in this work is thus
a TAR system, where the datapoints are the pairs of Coptic
manuscript pages. The main differences between our effort
and most work in TAR is that this latter (a) usually deals with
textual documents, while we here deal with pairs of scans of
manuscript pages, (b) usually looks for the relevance of docu-
ments to a certain topic, while we here look for the provenance

of the two pages from the same codex, and (c) usually tackles
scenarios in which no training data are originally available
(and in which the user must thus annotate some data in order
to bootstrap the supervised learning process), while we tackle
a scenario is which training data are indeed available (through
the past work of scholars, who have identified pairs of pages
coming from the same codex). As a result, the techniques used
in the present work are unusual for the TAR field.

III. A COMPUTERISED SYSTEM FOR THE
RECONSTRUCTION OF ANCIENT COPTIC CODICES

A. Notation

We assume a set D = {d1, ..., dn} of scans of individual pages
of Coptic manuscripts (hereafter: “pages”), which gives rise to
a set Π(D) = {p1, ..., pm} of m = n2/2 unordered pairs of
such pages. We take each pair to belong to one of the two
classes C = {⊕,⊖}, where ⊕ (resp., ⊖) represents the class
of pairs (di, dj) such that di and dj originate from the same
codex (resp., from different codices). We also take a ranking
to be a bijective function r : Π(D) → {1, ...,m} that imposes
a total order on Π(D) = {p1, ..., pm}; given a pair p, we call
r(d) the rank of p in r.

B. The system

The goal of this work is to build a system that, given a set D
of pages, evaluates, for each unordered pair p of such pages,
the system’s confidence c(⊕|p) in the fact that the two pages
of which pair p is composed of, originate from the same
codex, and ranks all such pairs in descending order of their
c(⊕|p) value. By using such a system, the scholar can thus
examine these pairs starting from the top, i.e., starting from
the pairs that the system deems more likely to be in ⊕. The
scholar can then mark each examined pair with the ⊕ label
(thus stipulating that the two pages originate from the same
codex) or with the ⊖ label (thus stipulating that the two pages
originate from different codices). Pairs that the scholar has
marked may be used as further training examples for retraining
the system.

To address this task, we learn a feature representation that
maps each page image into a semantic embedding space, such
that the proximity between two embeddings correlates with
the likelihood that the corresponding pages originate from
the same codex. We adopt a ResNet-152 [14] convolutional
backbone and explore two variants: (i) an off-the-shelf model
pretrained on ImageNet, and (ii) a fine-tuned version of this
model trained using a contrastive loss on task-specific training
data. The rest of this section focuses on how we train and
deploy version (ii).

1) Training Phase: To fine-tune the pre-trained ResNet-152
model on a training set of labelled pairs, we adopt a unidi-
rectional InfoNCE-based contrastive learning objective [15].
Given a set of n images we learn an embedding vector for
each image using the image encoder f : RH×W×3 → RD,
where H and W are the height and width of a 3-channel
input image, and D is the dimensionality of the learned feature
representation. We then build a similarity matrix S ∈ Rn×n,
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Table I
EXAMPLE PAGES OF COPTIC MANUSCRIPTS FROM THE Borgiana collection (SEE SECTION IV-A); RECOPTIC HAS DEEMED THAT THERE IS A 98%

PROBABILITY (RESP., 10% PROBABILITY) THAT PAGES (A) AND (B) (RESP., PAGES (C) AND (D)) COME FROM THE SAME codex.

(a) (b) (c) (d)

where Sij =
cos(f(di),f(dj))+1

2 denotes the similarity between
the embeddings of images di and dj ; the reason why we add 1
and divide by 2 is to map the [−1, 1] interval (on which cosine
ranges) into [0, 1], which is more suitable for representing
similarity.

We further define a binary relevance matrix T ∈ {0, 1}n×n

where Tij = 1 if images di and dj belong to the same
codex and i ̸= j, and Tij = 0 otherwise. To account for
the different number of pairs in ⊕ in different rows, we
L1-normalise each row of matrix T so that each row sums
to one. For row i, this results in a normalised indicator
vector that distributes equal mass across all ⊕ pairs associated
with image i, effectively forming a valid target probability
distribution over the other images. This target distribution is
then matched to the computed similarity scores Sij , that we
likewise transform into a distribution using the temperature-
scaled softmax with a learnable temperature parameter; since
pairs of identical images are uninformative, we set Sii = 0
prior to normalisation and ignore the diagonal in all subsequent
computations. The final loss we optimise for is the average
cross-entropy across all the rows, i.e.,

L =
1

n

n∑
i=1

−
∑
j ̸=i

T̃ij log S̃ij

 (1)

where T̃ij and S̃ij are the normalised versions of Tij and Sij ,
respectively.

2) Deployment (Test) Phase: At deployment time, either
the ResNet-152 model pretrained on ImageNet or the version
fine-tuned with our contrastive-learning objective can be used
to rank previously unseen unordered pairs of pages according
to the system’s confidence that they originate from the same
codex. Given an unlabelled unordered pair pij = (di, dj), we
compute the embeddings f(di) and f(dj) using our trained
encoder and compute the similarity score cos(f(di),f(dj))+1

2 ,

which is used as the value of c(⊕|pij). All such pairs are then
ranked in descending order of their c(⊕|pij) score.

IV. EXPERIMENTS

A. Dataset

The set we use is a labelled set, i.e., for each pair (di, dj) of
images it is known (from past scholarly work) whether di and
dj originate from the same codex or from different codices.
In particular, the set consists of 6,677 pages, which give rise
to 22,294,503 unordered pairs; of these latter, 1,669,567 are
pairs from the same codex while 20,618,259 are pairs from
different codices. Note that this set is drastically imbalanced,
with pairs of type ⊕ by far outnumbered by pairs of type
⊖.1 The criteria we used to select these 6,677 pages from
the Borgian Collection include the availability of high-quality
digital scans and the relative integrity of the material, with
efforts made to exclude damaged or fragmentary specimens.

The set we use is composed of watermarked images, which
BAP makes freely available.2 The use of watermarked im-
ages is not ideal, since the watermarks can deteriorate the
performance of the computer vision algorithms we use; it
is indeed conceivable that, had we used the corresponding
images without watermarks, the accuracy values we report in
Section IV-E might have been higher (although it is unclear
how higher).

1That the number #(⊕) of pairs in ⊕ is vastly outnumbered by the number
#(⊖) of pairs in ⊖ is not an accidental feature of our collection, but is due to
be the case in any collection, because of combinatorial reasons. For instance,
given n codices containing m pages each, there are #(⊕) =

nm(m−1)
2

pairs of type ⊕ and #(⊖) =
nm2(n−1)

2
pairs of type ⊖; whenever n > 2,

#(⊕) is always smaller, and usually much smaller, than #(⊖).
2We did not use the images without watermarks, which are made available

by BAP at a cost, because of administrative difficulties in purchasing them.
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B. Evaluation measure

As the evaluation measure, we use normalised average recip-
rocal rank (NARR), which is defined as follows.

Let Π(D) be our set of test image pairs, with m = |Π(D)|
its cardinality, and let Π⊕(D) be the set of all pairs in Π(D)
that are in ⊕, with k = |Π⊕(D)| its cardinality. Given a pair
p ∈ Π⊕(D), we define RR(p, r) (the reciprocal rank of p in
r) as the inverse of the rank of p in r, which is highest (i.e.,
1) when p is ranked at the top position, and lowest (i.e., 1/m)
when p is ranked at the bottom position. NARR is defined as

NARR(r) =
ARR(r)− z2

z1 − z2
(2)

where ARR(r) = 1
k

∑
p∈Π⊕(D) RR(p, r) is the average RR

of all the k pairs in Π⊕(D), and z1 = 1
k

∑k
i=1

1
i (the ARR of

the perfect ranking) and z2 = 1
k

∑k
i=1

1
(m−i+1) (the ARR of

the worst possible ranking) are two normalisation factors used
to ensure that NARR values range in [0,1].

C. Evaluation protocol

The experimental protocol we use is the following. Given our
collection of 6,677 pages, there are 22,294,503 unordered pairs
of such pages. We first remove from consideration the 6,677
pairs (di, dj) with i = j, which trivially belong to ⊕ and
are obviously uninteresting, thus leaving 22,287,826 unordered
pairs. We then randomly split the 6,677 pages into a set A of
4,674 pages (70% of the lot) and a set B of 2,003 pages (30%).
We further randomly split set A into a set A1 of 4,006 pages
(60% of the original lot) and a set A2 of 668 pages (10%). We
define our training set as the set of 8,022,015 pairs (di, dj)
such that di and dj are both in A1, the validation set as the
set of 2,893,903 pairs (di, dj) such that di and dj are both in
A but not both in A1, and the test set as the set of 11,370,882
pairs (di, dj) such that di and dj are not both in A. This
fairly complex subdivision is meant to mirror the operational
conditions, in which, after training ReCoptic, we might need
to target a new set of pages which might also contain pages
from the same codex as other pages already seen in the training
data. See Table II for a concise summary of how our data are
subdivided.

Note that the above sets of pairs contain some redundancy.
E.g., if a set contains pairs (di, dj) ∈ ⊕ and (dj , dl) ∈ ⊕, the
same set also contains pair (di, dl) ∈ ⊕, which means that
the latter pair provides redundant information; analogously, if
a set contains pairs (di, dj) ∈ ⊕ and (dj , dl) ∈ ⊖, the same
set also contains pair (di, dl) ∈ ⊖, which means that the latter
pair provides redundant information. We do not remove these
redundant pairs because they might be useful in order to spot
possible labelling inconsistencies.3

Since all physical sheets host two pages (the recto and the
verso), we additionally remove from the validation set and

3Assume that the scholar has correctly labelled (di, dj) with ⊕ and has
erroneously labelled (dj , dl) with ⊖; if she is now asked to label (di, dl)
and correctly labels it with ⊕, the system can alert her of the inconsistency
and make her realise about the labelling mistake on (di, dj).

Table II
MAIN CHARACTERISTICS OF OUR DATA.

Training Validation Test Total
# of pairs in ⊕ 592,694 220,540 855,307 1,668,541
# of pairs in ⊖ 7,429,321 2,673,363 10,515,575 20,618,259
Total # of pairs 8,022,015 2,893,903 11,370,882 22,287,826
⊕/⊖ ratio 0.0797 0.0824 0.0813 0.0809

from the test set all pairs (di, dj) such that one of di and
dj is the recto and the other is the verso of the same sheet.
The reason why we remove them is that it is likely that the
two pages have extremely similar visual characteristics, which
makes it too easy to recognise that the pair belongs to class
⊕. We do not remove these “easy” pairs from the training set,
though, since it is conceivable that for the training phase they
add more information than noise.

D. Implementation Details

We obtain the fine-tuned model by starting from a ResNet-
152 backbone pretrained on ImageNet, which we then fine-
tune on our training set by using the contrastive loss described
above. We unfreeze the last two convolutional blocks of the
network, allowing them to adapt to the specific characteristics
of our Coptic manuscript pages, while keeping the earlier
layers frozen in order to retain general visual features.

As a preprocessing step, we crop 10% from each margin
of the page images. This removes the outer border region,
which typically contains background or information about the
BAP, thus helping the model focus on the actual content of the
manuscript. To reduce the risk that the model learns spurious
correlations between the class labels and the physical condi-
tions in which scanning has taken place (e.g., lighting, colour
tone), we apply random data augmentations during training.
This include changes in brightness, contrast, saturation, and
hue, thus simulating variations that may possibly occur during
the digitisation phase. We perform training for 3 epochs with
a batch size of 256. We use the AdamW optimizer with a
learning rate of 1 × 10−5 and a weight decay of 1 × 10−4.
After each epoch, we evaluate the model on the validation set,
and retain the checkpoint that achieves the best value of the
contrastive loss on this set.

We also test a random baseline in which we compute sim-
ilarity scores from randomly generated embeddings, obtained
via uniform sampling, and compute the corresponding NARR
value. To ensure robustness, we repeat this procedure 100
times, and report the average NARR value obtained across
these 100 random trials.

E. Results

Table III presents the results, in terms of NARR, of the
two approaches described in Section III-B, along with the
random baseline described in Section IV-D. Our results show
that the ResNet-152 pre-trained features are already highly
effective at representing Coptic manuscript pages, as shown
by a high NARR score (0.897). This indicates that the global
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Table III
NARR VALUES OBTAINED VIA THE APPROACHES OF SECTION III-B.

Method NARR
Random 0.107
ResNet-152 0.897
ResNet-152 FT 0.996

visual features learned from large-scale natural image datasets
transfer well to the domain of Coptic manuscripts. However,
by contrastively fine-tuning the model on our task-specific
training data, we are able to refine the representation for this
task and improve the accuracy of the model substantially, thus
achieving a near-perfect NARR value of 0.996, which amounts
to a very substantive +96.11% reduction of the error incurred
by the pre-trained model. This highlights the benefits of fine-
tuning to the specific domain in tasks that require capturing
subtle visual similarities.

For these experiments, conducted using a single NVIDIA
H100 GPU with 80GB of HBM3 memory, the time needed is
approximately 3.5 hours per epoch for the training phase. For
the deployment/test phase, feature extraction takes approxi-
mately 3.5 seconds, while ranking the pairs requires only about
0.1 seconds.

V. DYNAMICALLY ESTIMATING THE AMOUNT OF
REQUIRED VALIDATION EFFORT

Once ReCoptic has generated a ranking and the scholar has
started to validate its results, thus identifying a number of
yet undetected pairs in ⊕, the scholar might want to know
how many pairs in ⊕ she is expected to find by validating
the next x pairs in the ranking, for some x, so as to know
how much validation work lies ahead and how productive her
work is going to be. These numbers are unknown, but can be
estimated.

A naïve way to perform this estimation consists of (i)
choosing (with the help of the validation set) an optimal
threshold t such that pair (di, dj) is predicted to be in ⊕ if
and only if sim(di, dj) ≥ t, and (ii) computing the number
#(⊕) of pairs (di, dj) such that sim(di, dj) ≥ t. Choosing this
threshold effectively means transforming our “soft” classifier
into a crisp classifier (i.e., one that does not return confidence
scores but classification decisions).

This method (called “Classify and Count” [16]) may per-
form reasonably well when the data are IID, i.e., when there
is no dataset shift [17] between the training data and the next
x pairs in the ranking. However, in our scenario the training
data and the next x pairs in the ranking are distributionally
different (which means that Classify and Count is not going
to perform well), because these latter are not a random sample
of the entire set of ranked pairs.

Given that our goal is to estimate how many pairs in ⊕
are to be found in the next x pairs in the ranking, we tackle
the problem via tools for quantification, the task concerned
with estimating the prevalence values of classes in sets of

unlabelled data characterised by dataset shift [1]. Quantifi-
cation techniques are especially robust to prior probability
shift (PPS), a type of dataset shift typical of so-called anti-
causal learning problems [18], in which the distribution P (Y )
of the class labels varies across the training data and the
test data while the class-conditional distribution P (X|Y ) of
the covariates is invariant across said data sources. At first
glance, our setup seems to be an instance of PPS; however,
the very process of ranking pairs invalidates the stationarity
of the class-conditional distribution, as the successive batches
of ranked pairs are no longer composed of pairs randomly
drawn from the positive (P (X|⊕)) or negative distribution
(P (X|⊖)), but from “slices” thereof, chopped perpendicularly
to the decision function at different distances. This introduces
a different type of shift, i.e., sample selection bias (SSB) [18].
Despite this, our problem is a sterling example of anti-causal
learning, i.e., learning from symptoms (as opposed to causal
learning, in which we learn from causes), since the fact that
two pages exhibit some visual similarities is caused by (i.e., is
a symptom of) the fact that they originate from the same codex,
and obviously does not cause it. Learning from symptoms is
what Card and Smith [19] call learning with intrinsic labels,
a setting for which they propose PCCcal, a method that first
calibrates the classifier’s decision scores and then estimates
class prevalence values as the expected counts returned by
the calibrated classifier. During preliminary experiments using
PCCcal, we have observed that adopting isotonic regression
[20] as the calibrator function yields good estimates of class
prevalence values.

A. Experiments

For this experiment we take the ranking r generated by
our best ranking method and, at fixed positions rk ∈
{1, 5001, 10001, ...} in the ranking, we ask the quantification
system PCCcal to compute an estimate π̂5000

k (⊕) of π5000
k (⊕),

the proportion of ⊕ pairs in the pairs from the rk-th to
the (rk + 5000)-th in the ranking. We then compare the
estimated values with their true values for the entire set of
22M pairs, and display them in Figure 1, where estimated
values and true values are plotted as a function of rk. (For
better readability, on the y axis we indicate actual counts
instead of proportions.) This figure reveals two important
aspects, i.e., (a) our method provides accurate estimates of
prevalence values, especially for the top-ranked pairs, and (b)
some batches contain pairs which should have been ranked
higher, as witnessed by the presence of outliers that deviate
from the expected monotonically decreasing trend.

As a global measure of accuracy of these estimates, we
compute mean absolute error, which for our purposes we here
define as

AE(π, π̂) =
1

B

∑
rk

|π̂5000
k (⊕)− π5000

k (⊕)| (3)

where B = ⌈ 22287826
5000 ⌉ = 4458 is the total number of batches

for our 22M+ pairs. The value of AE obtained by our quantifier
is 0.47%, meaning that, on average, the predictions returned
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Figure 1. Estimated and actual number of type ⊕ pairs in the next 5000 pairs
in the ranking.

by PCCcal deviate from the true values by fewer than 24 pairs
out of 5000.

VI. FINAL REMARKS

It should be noted that, since ReCoptic is not based on text
analysis techniques, it is language-independent, i.e., it could
be used in principle not only for the Coptic language, but also
for other ancient languages, since the problem of dismembered
manuscripts also exists for languages other than Coptic.

Note that we have obtained the excellent accuracy results
discussed in Section IV-E despite the presence of watermarks
in the images used. The fact that ReCoptic can perform so
well even on watermarked images is very promising for its
future large-scale use, since it suggests that scholars will be
able to work at the reconstruction of Coptic codes by using
data freely available from different libraries.

In future work we would like to add datasets other than the
Borgian Collection, in order to test the system on pairs (di, dj)
such that di and dj come from two different libraries, which
might be more challenging since the visual characteristics of
the manuscripts might be more varied. In the near future we
also plan to work at a different use case, represented by a
user who has one or more pages p1, ..., pn known to originate
from the same codex C, and who wants to discover other pages
originating from C. If n = 1, the resulting system can be an
ad-hoc search engine, which receives p1 as a query and ranks
the pages in the dataset in descending order of their similarity
to p1. If n > 1 (hopefully: if n ≫ 1), then the system can be
(similarly to the one of Section III) a probabilistic classifier,
trained using p1, ..., pn as the positive examples, that ranks the
pages in the dataset in descending order of the probability that
they belong to codex C.
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