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Abstract

A class of default reasoning systems based on the notion of “model-preference” have
recently been proposed by Selman and Kautz. These systems are similar in spirit
to Shoham’s “preferential” logics; however, unlike the latter, they are not general-
purpose reasoning tools, but are specially designed for the task of knowledge base
vivification, i.e. the generation of a complete, vivid knowledge base from an incom-
plete one and a set of default implications. Vivid knowledge bases are “pictorial-like”
representations of the domain of discourse, and reasoning on them is provably effi-
cient. Research on model-preference systems attempts to define systems that be at
the same time expressively powerful (thus allowing the representation of rich forms
of default and categorical knowledge), computationally tractable (thus allowing vivid
knowledge bases to be generated in polynomial time) and semantically well-founded.
In this paper we review the current state of research on model-preference default
systems, and discuss some open problems relating either to their epistemological
adequacy or to their computational complexity.

1 Introduction

Default reasoning plays an important role in everyday practical reasoning. Agents, be they
natural or artificial, often face situations in which they have to act and take decisions on
the basis of a body of knowledge that is far from being an exhaustive, complete account of
all the relevant facts; their lack of such an account is a direct consequence of the limited
throughput of their channels of communication with the external world (e.g. the visual
apparatus), of the fact that the processes involved in the acquisition of knowledge (both
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from external sources—e.g. books—and internal ones—e.g. speculative reasoning) are com-
putationally demanding and time consuming, and, above all, of the fact that the relevant
information may just not be available to the agents.

Nevertheless, rationality in action and decision-making requires, in principle, a more
complete knowledge of the domain than agents actually possess; this forces them to over-
come the limited coverage of their knowledge bases (KBs) by making “default” assump-
tions. As the name suggests, “assumptions” have an epistemic status that is far from being
solid, as they can be invalidated by further reasoning or by the subsequent acquisition of
empirical data. These phenomena are well-known in cognitive science, and their lack of
resemblance with deductive patterns of reasoning has sometimes been taken to imply that
a great deal of human reasoning does not conform to the canons of “logic” and hence
escapes attempts at formalization [6].

No doubt, the overall effectiveness of human action in the face of incomplete informa-
tion testifies to the effectiveness of this modality of reasoning. In fact, humans are much
quicker at creating surrogates of missing knowledge than at actually acquiring this kno-
wledge in a more reliable way, either through reasoning or empirical investigation. Once
these surrogates have been created, humans are also much quicker at reasoning on the re-
sulting complete, albeit epistemically weaker, description of the domain of discourse than
they would be if they had to rely on the smaller part of this description that they trust
as accurate tout court. This last observation is at the heart of the recent interest that
the knowledge representation community has shown in vivid knowledge bases [10, 11, 2],
i.e. exhaustive descriptions of the domain of discourse consisting of collections of atomic
formulae1. Reasoning on these “pictorial-like” KBs, true “analogues” of the domain being
represented, is easily shown to be efficient.

It is precisely in the face of the above-mentioned empirical considerations that the bad
computational properties of current formalisms that attempt to formalize default reasoning
(such as the ones based on Circumscription [13, 14] or on Autoepistemic Logic [16, 7])
are particularly disturbing: arguably, a formalism for default reasoning not only should
account for the conclusions that agents draw in the presence of incomplete information,
but it also should possess radically better computational properties than formalisms aimed
at reasoning tasks at which humans are notoriously inefficient (such as e.g. classical logic
in the case of deductive reasoning). Also, from the perspective of practical utility, it is
certainly not plausible that, in order to generate KBs upon which fast reasoning can be
carried out, a dramatically inefficient reasoning method is used.

These considerations have lead some researchers to look with special interest at formali-
zations of default reasoning that emphasize computational tractability. In their recent pa-
per “The complexity of model-preference default theories”, Selman and Kautz [25] describe

1In formally introducing vivid KBs Levesque [10] actually situates his discussion in the framework of
the first order predicate calculus; hence, for him a vivid KB is “a collection of ground, function-free atomic
sentences, inequalities between all different constants (. . . ), universally quantified sentences expressing
closed world assumptions (. . . ) over the domain and over each predicate, and the axioms of equality”. As
our discussion will be situated in the framework of the propositional calculus, we will take this definition
of vivid KB instead.
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a class of formal systems specifically designed for “KB vivification”, i.e. the generation of
a complete, vivid KB from an incomplete one and a set of default implications2, and give
tractability results for a number of them.

This paper aims at a comprehensive review of the current state of knowledge on model-
preference default (MPD) systems. In what follows we will describe the results that have
already been obtained, and, more importantly, some open problems whose solution is
critical for assessing the relevance of the MPD approach to knowledge representation.

This paper is organized as follows. In Section 2 we give a brief overview of MPD sy-
stems, and review the complexity results originally described in [25]. In Section 3 we go on
to describe an alternative, modified formalization of the notion of “preference” which is at
the heart of MPD systems; this modification, which we first proposed in [22], overcomes a
fundamental inadequacy of the original method proposed in [25] for dealing with the co-
presence of categorical and default knowledge. Following this modification, the very goal
of MPD reasoning comes out redefined; some complexity results for the redefined problem
are reviewed too. In Section 4 we describe the fundamental traits of a fully denotational
(model-theoretic) semantics for MPD systems that we described in [24]; this work overco-
mes the limitations of the specification given in [25] which, as we argued in [24], does not
completely live up to its promise of offering “a true semantic characterization of default
inference”. The semantics described in [24] is both completely denotational in nature and
fully compositional. In Section 5 we discuss some open problems in MPD reasoning. In
particular, we deal with the problems brought about by the above-mentioned modifications
and their impact the task of reasoning in the presence of “complex, heterogeneous theories”,
i.e. KBs where categorical and default knowledge interact in non trivial ways. We will also
briefly touch on some other open problems, including the development of a proof-theoretic
account of MPD reasoning, the establishment of results concerning the relationships with
other brands of nonmonotonic reasoning, and the development of substantive applications
that assess the relevance of the formalism itself. Section 6 concludes.

2 An overview of Selman and Kautz’s MPD systems

Roughly speaking, the idea around which the systems of [25] revolve is that the import of
a default d ≡ α → q is to make a model (i.e. a complete specification of what the world
is like) where both α and q are true be preferred to another model where α is true but q
is not. By combining the effects of the preferences due to the individual defaults, a set of
defaults identifies a set of “maximally preferred” models; these models, isomorphic as they
are to vivid KBs, are meant to represent possible ways in which the agent may “flesh out”
his body of categorical (or certain) knowledge by the addition of defeasible knowledge. For
instance, according to a set of defaults such as {a → b, b → c}, the model where a, b and c
are all true would be a maximally preferred model. Some of the systems described in [25]
also account for the fact that a more specific default should override a less specific one,

2Selman and Kautz actually credit Hector Levesque as being the first proponent of the model-preference
formalism.
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and they do so by “inhibiting”, where a contradiction would occur, the preference induced
by the less specific default; this is meant to prevent a set of defaults such as {a → b, b → c,
ab → ¬c, a¬b → ¬c} to license maximally preferred models where a and c are both true.

In order to introduce MPD systems in formal detail we will first describe D+, the most
general system of the class; we will then describe the modifications to D+ by means of
which the other systems of the class are obtained. The first thing we need to do then is to
describe what the language for representing knowledge in D+ is. Let P = {p1, p2, . . . , pn}
be a finite set of propositional letters, and L be the language of formulae built up from
P and the connectives ¬, ∧ and ∨ in the standard way. We define a default d to be an
expression of the form α → q, where q is a literal (i.e. a propositional letter p in P or its
negation ¬p) and α is a set of literals3. We will also use the standard definition of a model
for L as a function M : P 	→ {True, False}; accordingly, we will say that M satisfies a
set of formulae (or propositional theory) T of L (written as M |= T ) iff M assigns True to
each formula in T , formulae being evaluated with respect to M in the standard manner.

The above-mentioned specificity ordering between defaults is captured by stipulating
that, given a set of defaults (or default theory) D, a default d ≡ α → q in D is blocked at
a model M iff there exists a default d′ in D such that d′ ≡ α ∪ β → ¬q and M |= α ∪ β.
A default d ≡ α → q is then said to be applicable to a model M iff M |= α and d is not
blocked at M . If d is applicable to M , the model d(M) is defined as the model which is
identical to M with the possible exception of the truth assignment to the propositional
letter occurring in q, which is assigned a truth value such that d(M) |= q. Naturally
enough, a preference ordering induced on models by a default theory D may at this point
be defined. Given a default theory D, the relation “≤+” is defined to hold between two
models M and M ′ (written M ≤+ M ′) iff there exists d in D such that d is applicable to
M and such that d(M) = M ′. The relation “≤” is then defined as the transitive closure
of “≤+”. Finally, we will say that a model M is maximally preferred (or maximal) with
respect to a propositional theory T and a default theory D iff M |= T and for all models
M ′ such that M ′ |= T either M ′ ≤ M is the case or M ≤ M ′ is not the case. The task
of reasoning in D+ is that of finding an arbitrary model which is maximal with respect to
a given propositional theory T and a given default theory D. We will illustrate the way
MPD reasoning works by means of an example.

Example 1 Let P = {a, b, c, d}, T = {d}, D = {a → b, b → c, ab → ¬c, a¬b → ¬c, a¬c →
¬d}. The models ¬abcd,¬a¬bcd, ab¬cdand¬a¬b¬cd are all and the only maximal models.
Note that if b → c had not been blocked at ab¬cd, then abcd would have been maximal too,
contrary to intuitions.

As we will see below, reasoning in D+ is computationally intractable. As a consequence,
Selman and Kautz have studied a number of restrictions of D+, with the goal of finding
restrictions that, although curtailing the expressive power of the system only to a small

3For notational convenience we will omit braces in antecedents of defaults. Hence we will write e.g.
ab → ¬c instead of {a, b} → ¬c.
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extent, are capable of yielding computational tractability. The following restrictions are
considered in [25]:

• the Horn restriction (indicated by the letter “H)”: the antecedents of defaults must
contain positive literals only;

• the acyclicity restriction (indicated by the subscript “a)”: the default theory D must
be acyclic;

• the blocking restrictions (indicated by the absence of the superscript “+”): blocking
is dropped out of the notion of “preference”.

For instance, the MPD system Da is obtained from D+ by removing blocking from the
definition of preference and restricting default theories to be acyclic. Given an MPD
system S, we will adopt the following conventions:

• we will indicate with Hom(S) the homogeneous problem of finding a model which is
maximal with respect to a default theory D of S and an empty propositional theory;

• we will indicate with SHet(S) the simple heterogeneous problem of finding a model
which is maximal with respect to a default theory D of S and a propositional theory
T consisting of a set of literals;

• we will indicate with HHet(S) the Horn heterogeneous problem of finding a model
which is maximal with respect to a default theory D of S and a propositional theory
T consisting of a set of Horn clauses;

• we will indicate with CHet(S) the complex heterogeneous problem of finding a model
which is maximal with respect to a default theory D of S and an arbitrary proposi-
tional theory T .

Table 2 summarizes the complexity results reported in [25]; rows indicate restrictions on
the form of the propositional theory T while columns indicate restrictions on the form of
the default theory D. Results written in boldface are explicitly discussed in [25]4, while
the others may be easily inferred from them; to this respect, one needs only note that
Hom(S) ⊆ SHet(S) ⊆ HHet(S) ⊆ CHet(S) for every system S, and that SAT ⊆
CHet(S) (where SAT is the problem of finding a satisfying assignment in propositional
logic).

4Selman and Kautz credit Alexander Borgida as the author of the NP-hardness result for Hom(D).
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D D+ DH DH+ DH+
a

Hom NP-hard NP-hard linear NP-hard P
SHet NP-hard NP-hard P NP-hard ?
HHet NP-hard NP-hard NP-hard NP-hard ?
CHet NP-hard NP-hard NP-hard NP-hard NP-hard

Table 1: The complexity of some model-preference reasoning problems

3 Heterogeneous MPD theories

In the preceding section our description of MPD systems has proceeded on a formal level
only, without dwelling on the supposed adequacy of the MPD formalism as a formalization
of default reasoning. We are thus in need of providing some empirical justification for
the formalism we have described: in fact, although the idea of identifying the task of
vivifying a KB with that of finding a maximally preferred model sounds fairly intuitive, it
is by no means clear why the notion of preference we have formalized should be “the right
notion of preference” at all. What is needed is a criterion of empirical adequacy that be
independent of the formalization itself, a criterion that allows us to judge if MPD systems
actually capture the relevant intuitions behind default reasoning as KB vivification. In
[22] we proposed the following adequacy criterion for D+:5

Criterion 1 In order for a model M to be maximal with respect to a theory T and a default
theory D, the following conditions must be met:

1. M satisfies the theory T ;

2. if M satisfies the antecedent α of a default d ≡ α → q in D, then it also satisfies its
consequent q, unless it also satisfies the antecedent α∪β of a default d′ ≡ α∪β → ¬q
in D.

There seems to be a lot of “tester’s bias” in this criterion, in the sense that it seems to
have been laid out in order to acritically grant a stamp of adequacy to the formal definition
we have presented in Section 2. Somehow surprisingly, this is not so: this criterion turns
out to be demanding enough to rule out the definition of maximality enforced proposed by
Selman and Kautz6. More precisely, it may be shown that Selman and Kautz’s definition
works well whenever the propositional theory T is empty, while it may give rise to problems
otherwise.

5Actually, the criterion is valid for any system in which blocking is enforced; a criterion for systems
that do not enforce blocking may be obtained in the obvious way.

6To be precise, in [25] a second method for the integration between categorical and default knowledge
is described. This methods too fails to meet the adequacy criterion discussed above, as it turns out to
mistakenly code categorical knowledge as closed world assumptions. We will not deal with this method
here; the interested reader is referred to [22].

6



      

To see why this happens, let us call a model satisfying conditions 1 and 2 an intended
model; we will thus consider an MPD system empirically satisfactory iff for every set of
defaults D every intended model is also a maximal model and vice-versa. Let us then
introduce two new definitions. We will say that there is an internal path between two
models M and M ′ (written M ≤i M ′) iff there exist models M1, . . . , Mn (with M ≡ M1

and M ′ ≡ Mn) such that Mi ≤+ Mi+1 for all i = 1, . . . , n − 1 and such that Mi |= T for
all i = 1, . . . , n. Conversely, we will say that there is an external path between two models
M and M ′ such that M |= T and M ′ |= T (written M ≤e M ′) iff there exist models
M1, . . . , Mn (with M ≡ M1 and M ′ ≡ Mn) such that for all i = 1, . . . , n − 1 Mi ≤+ Mi+1

and for some j = 2, . . . , n − 1 Mj �|= T . Intuitively, an external path is a path which goes
through at least one model that does not satisfy T .

The problems with the definition of maximality described in [25] have to do with the
fact that it allows defeasible knowledge to override certain knowledge that contradicts it,
and accomplishes this by allowing external paths to support either the maximality or non-
of a model. In [22] we proposed a new definition of maximality, one where external paths
are ruled out from consideration, and we argued that in all cases in which the original
definition differs from the new one, the former yields unintuitive results while the latter
does not.

The basic step of this new definition is actually the relativisation of the preference orde-
ring “≤+” with respect to a theory T . Let us define the relation “≤+” wrt a heterogeneous
theory 〈D, T 〉 as the relation which holds between models M and M ′ iff M |= T, M ′ |= T
and there exists d in D such that d is applicable to M and such that d(M) = M ′. As in the
original version, “≤” is defined as the transitive closure of “≤+”, and M is maximal wrt
〈D, T 〉 iff M |= T and for all M ′ such that M ′ |= T either M ′ ≤ M is the case or M ≤ M ′

is not the case. It is simple to check that defining maximality this way is equivalent to
substituting “≤i” for “≤” in the original definition. In order to distinguish between the
two notions of maximality we will henceforth speak of ≤i-maximality and ≤-maximality,
respectively.

In what cases ≤i-maximality and ≤-maximality yield different results may be checked by
truth table analysis7. The basic result is that there are two cases in which ≤i-maximality
and ≤-maximality differ: we will call instances of the former case type-1 theories and
instances of the latter type-2 theories. Let us analyze them orderly.

In type-1 theories we have a model M that is not intended and is not ≤i-maximal but
is ≤-maximal. This is caused by the presence of an external path leading from M ′ to
M and supporting the ≤-maximality of M , and by the absence of a similar but internal
path to support its ≤i-maximality. The following example is a type-1 theory. Let P =
{a, b, c}, D = {ab → c, c → ¬a,¬ab → ¬c, b¬c → a}, T = {a, b}. abc is the only intended
model and is also the only ≤i-maximal model. abc is also ≤-maximal; note, however, that
also ab¬c is ≤-maximal, although it is not intended.

In type-2 theories we have quite the opposite situation, i.e. there is a model M that is
intended and is ≤i-maximal but is not ≤-maximal. This is caused by the presence of an

7This analysis, although straightforward, is fairly tedious; the interested reader is referred to [22].
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external path leading from M to a model M ′ which prevents the ≤-maximality of M , and
by the absence of a similar but internal path to prevent its ≤i-maximality. The following
example is a type-2 theory. Let P = {a, b, c}, D = {b¬c → ¬a,¬ab → c, bc → a}, T =
{a, b}. abc and ab¬c are the only intended models and are also the only ≤i-maximal
models; abc is also ≤-maximal but ab¬c is not, although it is intended.

These examples show that the solution described in [25] to the problem of MPD reaso-
ning in heterogeneous default theories is, so to speak, neither sound (as shown by type-1
theories) nor complete (as shown by type-2 theories) with respect to the intuitive, pre-
theoretical semantics of default reasoning. Quite apart from this, they also show that the
problem lies in paths involving models that do not satisfy the theory T , and that ≤i-
maximality, by excluding these paths from consideration, actually implements the correct
behaviour.

From an empirical standpoint, the idea that these paths and models should be neglec-
ted is informed by the general principle according to which the co-presence of knowledge
endowed with a higher epistemic status (or, according to the terminology of [3], knowledge
that is more “epistemically entrenched”) should force the reasoning process to disregard
knowledge endowed with a lower epistemic status that contradicts it. In our case, this
means that the application of a default to a state of affairs which is inconsistent with the
certain knowledge is deemed not only irrelevant but actually misleading, and so is the
application of a default that yields such a state of affairs.

As one of the most important contributions of [25] is the establishment of complexity re-
sults for reasoning in MPD theories, it would be useful to understand whether these results
are unaffected by the use of ≤i-maximality, and whether new results can be established as
a result of the modification. As ≤-maximality and ≤i-maximality coincide when the theory
T is empty, we will be interested in results concerning the case when T is non-empty.

Let us indicate with P i(S) (where P may range on {Hom, SHet, . . . } the version of
problem P (S) once ≤i-maximality is plugged in. It turns out that, for any MPD system S,
if T is a set of literals and ≤i-maximality is used, the search problem in the heterogeneous
case is no harder than the homogeneous case.

Theorem 1 ([22]) For any MPD system S, SHeti(S) belongs to the same complexity
class as Homi(S) and Hom(S).

The result is based on the key observation that, in both SHeti(S) and Hom(S), only
internal paths are allowed (internal to the set of all models of the language P in the former
case, and to the set of all models satisfying T in the latter); instead, external paths are
allowed in (all instances of) CHet(S).

Table 2 summarizes SHet and SHeti complexity results for the main MPD systems.
Also, it turns out that although Homi and SHeti have the same theoretical comple-
xity, SHeti is in practice much simpler (somehow in contrast with what happens for
≤-maximality). For example, Homi(DH) is O(n), where n is the number of occurren-
ces of literals in the default theory D. Although SHeti(DH) is still O(n), n is now the
number of occurrences of literals in a subset of D (see [21] for details). That by adopting
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D D+ DH DH+ DH+
a

SHet ? ? P ? ?
SHeti NP-hard NP-hard linear NP-hard P

Table 2: The complexity of SHet and SHeti

≤i-maximality SHet should be simpler is also apparent from the fact that the presence of
a theory T consisting of a set of k literals transforms the problem of searching the set of
all models of the propositional language P into the one of searching only the set of those
models that satisfy T : the latter graph has 2k times less nodes than the former. This
accounts for the rather intuitive fact that, as the amount of “vivid” information increases,
the amount of computational resources required to vivify the KB should proportionally
decrease.

4 A fully denotational semantics for MPD systems

The framework described in Section 2 has the added appeal of possessing a semantic
flavour, as reasoning may be understood in terms of navigation in the space of models of
the language L. However, we think that such a framework unduly mixes notions some of
which pertain to the semantic level and some of which to the syntactic one; as a result,
it does not, in our opinion, completely live up to its promise of offering a clean, “true
semantic characterization of default inference”.

In [24] we have described an account of MPD systems that, while licensing the same set
of inferences of the specification given in [25] and endorsed with the corrections described
in Section 3, completely satisfies the requirements of the denotational, or model-theoretic,
approach to semantics. Making one’s semantics comply with model-theoretic precepts has
several benefits: model-theory is a “standard” that is widely acknowledged and understood
by the scientific community, and because of this a semantics designed along its lines provi-
des both a valuable tool for comparison (and possibly integration) with other formalisms
specified in the same style, a machine-independent specification which implementations
of the formalism must necessarily comply with, and an unambiguos explanation of the
meaning of syntactic constituents. Denotational semantics constitutes, in practice, a true
interlingua for critics, designers, implementors and users of a knowledge representation
language.

In this section we give only a brief sketch of the semantics we have defined; the interested
reader is referred to [24] for details. In the spirit of the model-theoretic approach to
semantics, the specification described in [24] is divided in three parts:

1. a specification of the language;

2. a specification of the ontology, i.e. of the entities that exist in the domain of discourse;
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3. a specification of the semantics, i.e. of the mapping from elements and phenomena
belonging to the linguistic level to elements and phenomena belonging to the onto-
logical level.

The driving force behind our work was the recognition that, in any model-theoretic
endeavour, task 2 must be accomplished without any commitment to the existence of a
linguistic level: things do no need to be talked of (or represented) in order to exist, and the
existence and properties of entities belonging to the ontology must be seen as independent
from the existence of a language that uses them as referents. It is part 3 which finally has
to establish the link between language and reality.

The basic constituents of our ontology are interpretations, i.e. complete and consistent
truth assignments to the propositional letters of the representation language. Where our
semantics departs from the account of [25] is in postulating a new kind of ontological entities
called local-preference functions (LPFs), i.e. partial functions on sets of interpretations.
Interpretations and LPFs are meant to be the “ontological cornerstones” of our framework,
accounting for categorical and default knowledge, respectively: in fact, the semantics of a
propositional theory will be a set of interpretations, while the semantics of a default theory
will be a set of LPFs. Interpretations and LPFs are brought together by the notion of model-
preference default structure (MPDS), i.e. a pair S = 〈M,D〉 with M a set of interpretations
and D a set of local-preference functions on the set of all interpretations, is the ontological
setting on which a heterogeneous default theory will be interpreted. Interpretations, LPFs
and MPDSs constitute the “ontological toolbox” by means of which we will be able to
give a completely ontological definition of blocking: given a structure S = 〈M,D〉, two
local-preference functions di ∈ D and dj ∈ D and an interpretation m ∈ M, di is blocked
by dj at m iff m belongs to both the domain of di and the domain of dj, the domain
of dj is a subset of the domain of di, and the ranges of di and dj are disjoint. Unlike
the one of [25], our notion of blocking does not presuppose the existence of any linguistic
entities; instead, its purely ontological nature will allow it to constitute a sound basis for
the interpretation of preemption, the purely syntactic relation between two defaults of form
d′ ≡ α∪β → ¬q and d ≡ α → q. Once blocking has been defined, the notion of preference
between interpretations and the notion of an interpretation being maximal with respect to
a MPDS S = 〈M,D〉 are defined.

Now that the linguistic and the ontological level are completely specified, the semantics
of the language, consisting of a mapping of the former level into the latter, may be defined.
This semantics will be extensional, as each linguistic expression will be mapped into an
object of the ontology, which we will call its extension or meaning. An interesting feature
of this semantics is also its being strictly compositional; this means that the meaning of
a complex linguistic object will be solely a function of the meaning of its components.
This will allow the meaning of a top-level construct of our representation language (i.e. the
meaning of an HD-theory) to be analyzed in a tree-like fashion, as acquiring its meaning
from the meanings of its immediate sub-components and, in turn, from the meanings of
its ultimate constituents (i.e. defaults and atomic propositions). An example of this is the
extension of an HD-theory H = 〈T, D〉 , which is defined as the set of interpretations that
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are maximal with respect to the structure S = 〈M,D〉, where M is the extension of T and
D is the extension of D. For reasons of space we skip further details on how notions such
as “the extension of a default theory” are defined; the interested reader is referred to [22]
for the complete description of the framework.

5 Open problems concerning MPD systems

5.1 Tractable subcases of CHeti(S)

We have argued in Section 3 that ≤-maximality is not adequate for problems in which cate-
gorical and default knowledge are both present, and that in these cases ≤i-maximality has
to be adopted instead. Given that the two notions are equivalent in the homogeneous case,
≤-maximality can actually be abandoned, and research efforts be concentrated on systems
adopting ≤i-maximality. Therefore, algorithms and complexity results described in [25]
concerning heterogeneous reasoning practically lose their interest. Given that, in practical
applications, the co-presence of the two kinds of knowledge mentioned above actually re-
presents the vast majority of cases, it is very important that new tractable subcases of the
CHeti(S) problem be individuated. To this respect, as we already know about the intrac-
tability of SAT [4], Homi(D) and Homi(DH+), it is necessary to concentrate on MPD
systems that have an expressively less powerful categorical part than full propositional
logic, and an expressively less powerful default part than D and DH+. Unfortunately, the
algorithms and the complexity results found by Selman and Kautz for various instances
of Hom(S) turn out not to be readily adaptable to the corresponding CHeti(S) pro-
blems. However, one result we have recently obtained [15] is that KHeti(DH) ∈ P , where
KHeti(S) is the Krom heterogeneous problem of finding a model which is ≤i-maximal
with respect to a default theory D of S and a propositional theory T consisting of a set
of Krom clauses (i.e. clauses containing at most two literals). Instead, we conjecture that
HHeti(DH) is computationally intractable.

5.2 Proof-theoretic realizations of MPD reasoning

A second problem that might be interesting to tackle is the development of a proof-theoretic
account of MPD reasoning. Although we do not claim that such a proof theory should
replace tout court the original graph-based algorithms, we think it might be interesting that
MPD reasoning be accomplished also by means of more orthodox reasoning techniques;
because of this greater orthodoxy, a proof-theoretic approach would be promising with
respect to the prospective integration of MPD reasoning and other reasoning styles. The
attempt we have made in this direction (see [23] for details) is still unsatisfactory, as
we have not given any completeness and soundness results for the proof theory we have
devised. Besides, such a proof theory is so different, from a structural point of view, from
the semantics described in Section 4, that such results may be extremely hard to find. We
feel therefore that any future attempt to give MPD reasoning a proof theory that have
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some chance of being shown correct and complete, should be structurally informed by the
semantics one wants to adopt.

5.3 Epistemological adequacy of the notion of “preference”

A further problem of immediate applicative interest is the investigation of the adequacy
of the notion of “preference” to formalize various instances of default reasoning; this inve-
stigation might possibly take the form of applying MPD reasoning to various “classical”
examples of default reasoning that are by now considered to represent true “benchmarks”
for nonmonotonic formalisms. For instance, by using this approach Lauzon recently disco-
vered [9] that MPD reasoning gives undesired results when confronted with the well-known
“Extended Nixon Diamond” problem (see e.g. [28])8. Tuning the MPD formalism to ac-
count for this and other test problems is an important research issue.

It might also be legitimate, after our discussion on the adequacy of the various brands
of maximality, to ask ourselves whether ≤i-maximality is sufficient in itself to make MPD
systems comply with the adequacy criterion spelled out in Section 3. Somehow surprisingly,
the answer is no. This is due to the fact that the adequacy criterion we have laid out can
be met only by formalisms that make “→” enjoy contraposition, the property of some
conditional notions “⇒” (e.g. material implication in classical logic, strict implication in
modal logic) according to which a ⇒ b entails ¬b ⇒ ¬a. We indeed think that the
pre-theoretical notion of default implication (if only there exists such a thing) does enjoy
contraposition, and this is why we did not yield to the temptation of adding “. . . or unless ¬q
belongs to T” to clause 2 of the criterion, an addition that would have exempted a formalism
from endorsing contraposition. Neither the systems of [25] nor their modifications as
resulting from ≤i-maximality endorse it. Nevertheless, modifying them to this effect would
be an easy matter (essentially, this would involve redefining d(M) to be a set of models
rather than a single model)9.

5.4 MPD systems and preferential logics

Last but not least, we would like to mention the interesting issue of setting MPD reaso-
ning into the broader context of default and nonmonotonic reasoning; in particular, the
relationships with other formalisms that are based on the notion of “preference” between
models (such as those described in [1, 19, 20, 27]) should be sorted out, possibly using the
semantics of Section 4 as a basis. For instance, Shoham’s “preferential logics” [27] share

8Lauzon’s result was obtained using ≤-maximality. However, the same undesired result is obtained using
≤i-maximality; this is due to the fact that the two notions of maximality differ only in their treatment of
the interaction between categorical and default knowledge, while the Extended Nixon Diamond problem
does not involve categorical knowledge at all.

9More importantly, contraposition is not an issue which is specific to the interrelation of certain and
default knowledge (it is surely pertinent also to default knowledge alone), and therefore falls outside the
scope of our modifications to the notion of maximality. We may then legitimately consider ≤i-maximality
as having successfully accomplished the goal of meeting the adequacy criterion.
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a lot of features with MPD systems. Their main advantage over MPD systems is the fact
that their notion of “preference” has fancier properties (in fact, it is a strict partial order,
while in MPD systems it is not an order at all), and this gives them better computatio-
nal characteristics. However, Shoham’s study has mainly been confined to the ontological
level, and has not dealt yet with the issue of explaining how such an order is induced by
a default theory (i.e. has not dealt with the issue of semantics proper); in fact, it looks
to us hardly possible to give a model-theoretic semantics for defaults that be at the same
time compositional and capable of making default theories generate only preference rela-
tions that are strict partial orders. The combined study of MPD systems and Shoham’s
preferential logics might give interesting insights into the adequacy of explaining default
reasoning by means of preferential reasoning.

6 Conclusion

Model-preference default reasoning seems to be a promising tool for converting knowledge
bases into a “vivid” form, so that reasoning on them may be performed efficiently. A
number of problems concerning various aspects of model-preference systems (ranging from
their computational tractability to their epistemological adequacy) are still open; their
solution is critical for assessing the relevance of this class of formalisms for knowledge
representation applications.
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