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Fine-tuning transformer-based deep-learning models are currently at the forefront of natural language
processing (NLP) and information retrieval (IR) tasks. However, fine-tuning these transformers for specific
tasks, especially when dealing with ever-expanding volumes of data, constant retraining requirements, and
budget constraints, can be computationally and financially costly, requiring substantial energy consumption
and contributing to carbon dioxide emissions. This article focuses on advancing the state-of-the-art (SOTA) on
instance selection (IS)—a range of document filtering techniques designed to select the most representative
documents for the sake of training. The objective is to either maintain or enhance classification effectiveness
while reducing the overall training (fine-tuning) total processing time. In our prior research, we introduced
the E2SC framework, a redundancy-oriented IS method focused on transformers and large datasets—currently
the state-of-the-art in IS. Nonetheless, important research questions remained unanswered in our previous
work, mostly due to E2SC’s sole emphasis on redundancy. In this article, we take our research a step further
by proposing biO-IS—an extended bi-objective instance selection solution, a novel IS framework aimed at
simultaneously removing redundant and noisy instances from the training. biO-IS estimates redundancy based
on scalable, fast, and calibrated weak classifiers and captures noise with the support of a new entropy-based
step. We also propose a novel iterative process to estimate near-optimum reduction rates for both steps. Our
extended solution is able to reduce the training sets by 41% on average (up to 60%) while maintaining the
effectiveness in all tested datasets, with speedup gains of 1.67 on average (up to 2.46x). No other baseline, not
even our previous SOTA solution, was capable of achieving results with this level of quality, considering the
tradeoff among training reduction, effectiveness, and speedup. To ensure reproducibility, our documentation,
code, and datasets can be accessed on GitHub—https://github.com/waashk/bio-is.
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1 Introduction

The Web has enabled the final user to play an active and central role in content creation. As a result,
we are experiencing an increasing growth of available data, directly impacting the difficulty in
organizing them. Automatic text classification (ATC) encompasses a set of helpful techniques for
dealing with such issues. Briefly, ATC is a long-standing natural language processing (NLP) task
consisting of learning a function able to map pieces of text (e-mails, reviews, user evaluations, tweets,
social media messages, comments, posts, etc.) into a set of pre-defined categories. ATC models
have been increasingly relevant in many application scenarios, including news categorization [69],
e-commerce item classification [27], relevance feedback [28], sentiment analysis [10, 54], product
characteristics review [42], among others.

Currently, transformer-based architectures (including first and second generation transformers
such as RoBERTa [41] and BART [36] as well as current large language models (LLMs) such as
GPT4 [7] and LLama3 [62]) stand out as the state-of-the-art (SOTA) in ATC, achieving remarkable
results across various tasks [2, 43, 44, 48]. In order to achieve such performance, these models rely
on huge training sets and complex architectures with millions of parameters [24, 65]. While these
models can exhibit some degree of effectiveness when used in a zero-shot manner, their fine-tuning
for specific domains or tasks is crucial to ensure increased performance [16].

However, the fine-tuning process demands a substantial investment of time and computational
resources, particularly when dealing with large datasets, resulting in: (a) high power consumption:
training is usually performed through specific hardware, such as GPUs, to exploit parallelization.
GPUs consume a significant amount of electrical power, which translates into high computational
and energy costs; (b) financial costs: the financial resources to acquire and maintain (e.g., with
proper refrigeration) the specialized hardware necessary to work with such complex models is
significant, which may be prohibitive for small and medium companies and well as university
research labs; and (c) environmental impact: the electricity consumed by the GPUs, as well as by the
infrastructure that supports the computational park, is usually produced by power plants relying
on fossil fuels, contributing to carbon emissions and climate change [4].

Overcoming the above challenges may be achieved by two (not mutually exclusive) different
approaches: (1) model compression (or pruning) techniques [39, 51] applied to reduce the complexity
of the deep learning (DL) models; (2) data pre-processing techniques [59], aimed at improving the
quality of the input training data for the ATC models. The latter focuses on improving performance
while reducing training time and computational costs, which is our focus in this work.

In this context, Cunha et al. [11] proposed to exploit a set of pre-processing techniques in a data
transformation pipeline for building cost-effective models. That solution improved effectiveness (e.g.,
models with higher accuracy) at a much lower cost (e.g., shorter time for ATC model construction).
One of the innovations of [11] was the explicit incorporation into the ATC pipeline of an instance
selection (IS) stage, encompassing a set of techniques and a growing research area that helps to
deal with many of the aforementioned issues. Unlike conventional feature selection approaches,
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which focus on selecting the most informative terms, IS methods are document-oriented, i.e., the
main goal is to select the most representative instances for the training set. More specifically, IS
methods aim at satisfying a tripod,! i.e., (1) to reduce the number of training instances by choosing
the most representative ones; (2) while maintaining (or even improving) effectiveness; and (3)
decreasing the overall time required for applying an end-to-end model.

To the best of our knowledge, Cunha et al. [14] were the pioneering study that extensively
investigated the behavior of IS techniques along with transformer-based models, including BERT
[17], RoBERTa [41], BART [36], and GPT [7] in the context of ATC. The authors found that some IS
methods could significantly reduce the training set while maintaining effectiveness, leading to total
time speedups of up to 2.24 times, in a few, usually small, datasets. However, the most effective IS
method considered in that work managed to meet the “tripod” criteria in only half of the evaluated
datasets. In the remaining ones, especially the larger,” the use of IS approaches led to an increase
in the overall time required to generate the model. In sum, the major take-away message of [14]
is that, even though there have been important advances in the IS field, there is still considerable
room for improvements, particularly regarding the scalability of the techniques.

Considering these opportunities and gaps, in [12] we proposed effective, efficient, and scalable
confidence (E2SC), a framework focused on IS by redundancy removal. To accomplish that, our
proposal explored efficient and calibrated weak classifiers used in a two-step method composed of:
(1) estimating the utility of each instance on the training set; and (2) determining a nearly optimal
reduction rate by employing iterative and heuristics processes. We have demonstrated that highly
confident “correct” predictions of calibrated weak classifiers in the training positively correlate
with redundancy for the sake of building a classification model. As a result, we defined redundant
instances as those easily classified using calibrated weak classifiers (i.e., correctly predicted with
high confidence). The E2SC solution was capable of reducing training sets by 28% (on average),
maintaining effectiveness across all datasets, and achieving speedup gains of up to 1.4x, ultimately
demonstrating its suitability for very large datasets. Such scalability is lacking in the tested baseline
methods.

Our previous work left some opportunities unexplored, though, as well as some open questions.
The E2SC framework focused only on redundancy,® leaving some other aspects that may help to
further reduce training untouched. One such aspect is noise, here defined as instances incorrectly
labeled by humans in the dataset [47] as well as (possible) outliers that do not contribute to model
learning (tuning). Indeed, according to [47], users, whether regular individuals or experts, make a
reasonable amount of mistakes while labeling complex instances—between 56% and 64% of the time.
Other few noisy instances (a.k.a., outliers) may be correctly labeled, but they differ so significantly
from other instances from the same class that they are either useless for the sake of learning (tuning)
or may even be detrimental to the process.

Noisy instances can potentially constitute a significant portion of available data in these con-
texts. Noisy (training) instances may not only degrade the model’s effectiveness by incorporating
misleading patterns in the model but may also be detrimental to performance as they need to
be processed to extract and incorporate these patterns into the model. If the amount of noise is
significant, there will certainly be negative impacts on effectiveness and efficiency.

IThe “tripod”-constraints set consists in studying and analyzing the tradeoffs among training set reduction, effectiveness,
and efficiency [14, 52, 53].

ZFollowing [67], we defined as large datasets those with more than 100K documents.

31n [12], we demonstrated that E2SC primarily targets redundancy removal. Therefore, we measure the reduction in
redundancy as the percentage reduction achieved by the E2SC method. This reduction is positively correlated with the
percentage of correct predictions.
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Fig. 1. Bi-objective instance selection framework.

As we shall show in our experiments (Section 4.1.1), there is a strong correlation between the
concept of noisy instances and instances defined as “hard to classify”™® in [12]. These “hard to
classify” instances are not considered redundant by E2SC and are thus kept in the training set. In
fact, some analyses® show that the E2SC weak classifier predicts around 30% of the instances (on
average) as “hard to classify” setting up an upper bound on the reduction capability of the method.
We hypothesize that a significant portion of these “hard to classify” instances are noisy and can be
removed for the sake of improving the model’s (training) efficiency with no impact on effectiveness.
Indeed, as we shall demonstrate in our experiments (Appendix C), in terms of effectiveness, our new
proposal (discussed next) is able to remove a significant portion of these noise instances without
impacting (neither positively nor negatively) the effectiveness of the model.

Another interesting side effect of our analyses is the demonstration that, for the sake of effec-
tiveness, transformer-based methods are very resilient to noise. The tested transformers can keep
effectiveness even when we artificially insert noise in the datasets (as analyzed in Appendix C) or
when we remove instances identified by our processes as potentially noisy. This resilience opens
up opportunities for interesting IS solutions since more “aggressive” noise removal strategies can
positively impact efficiency without much harm on effectiveness.

In this context, the main contribution of this article is the proposal of an extended bi-objective
instance selection framework (biO-IS) aimed at removing both redundant and noisy instances
simultaneously. As depicted in Figure 1, our extended framework encompasses three main compo-
nents: a weak classifier, a redundancy-based approach, and an entropy-based approach. In Figure 1
(in blue), we depart from our original solution proposed in [12], in which we replace the K-nearest
neighbors (KNN) component (in our original work) with a calibrated weak classifier learnt via
logistic regression (LR). An in-depth comparative analysis of several possibilities of the weak clas-
sifiers (Section 5.2.1), including decision trees (DT), LR, XGBoost, Light GBM (LGBM), and Linear
SVM, demonstrated that LR was the best option in terms of a tradeoff effectiveness-calibration-cost.

To address the second objective of noise removal (the lower part of Figure 1—in purple), we
propose a new step based on the entropy and a novel iterative process to estimate near-optimum
reduction rates. Considering the instances wrongly predicted by the weak classifier, the main

4Defined in [12] as instances wrongly predicted by the E2SC weak classifier.
SResults are shown in depth in Appendix B.
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objective is to assign a probability to each of them being removed from the training set based on
the probability of the instance being noise. For this purpose, we propose a new entropy-based
criterion. The rationale behind this new step is rooted in the observation that the entropy of the
posterior probabilities correlates negatively with the confidence of the classifier. In other words, low
entropy occurs when the classifier assigns an instance with high confidence to a wrong class, while
high entropy occurs when the classifier is uncertain among several classes. Therefore, instances
that are (1) incorrectly classified and that (2) have low entropy are more likely to be removed.
Accordingly, we assign a higher removal probability (i.e., we consider an instance to be “noisy”)
by considering the inverse of the entropy of the prediction. Accordingly, the proposed biO-IS
framework provides a comprehensive solution to address both redundancy and noise removal
simultaneously.

1.1 Research Objectives

To summarize, one of our main goals in this article is to answer a series of research questions
(RQs) left unanswered in our previous work, including:

— Preliminary RQ1. As mentioned above, our extended framework relies on defining a suitable
alternative for the weak classifier. Therefore, we start with a side but important question for
our analyses: What is the most suitable weak classifier to employ within our IS solution? In
order to define it, we conduct a thorough analysis to identify the best alternative, taking into
account a tradeoff between calibration, efficiency, and effectiveness.

— Preliminary RQ2. Before delving into the effectiveness-efficiency-cost tripod constraints of the
IS problem and issues regarding redundancy and noise removal, we need to answer another side
but important methodological question: “What transformer-based classifier should we consider
for our experimentation?” Differently from what was done in our previous work [12], in which
for each dataset we selected the best transformer, here we take a more realistic approach in
which we identify one single “best” transformer-based classifier to apply to all datasets, based
on characteristics such as cross-dataset consistency and reliability on the classification step.
This allows us to isolate the classifier factor, enabling us to concentrate only on the impact of
the selection of the training set.®

—RQL1. Is biO-IS capable of reducing noisy (mislabeled/outlier) instances from the training for each
investigated scenario? This RQ investigates the capability of each IS method to handle and
effectively remove noisy instances.

—RQ2. Is biO-IS capable of reducing the training set while preserving classifier effectiveness for
each investigated scenario (dataset)? How does biO-IS compare with other SOTA IS approaches
regarding this tradeoff? RQ2’s goal is to investigate and compare our proposal with SOTA IS
baselines regarding the tradeoff between the first two constraints of the tripod: effectiveness
and training set reduction.

—RQ3. What is the impact of applying biO-IS in the text classification models’ total construction
time? We propose assessing the effect of the application of the IS approaches investigated
in RQ2 regarding the third pillar of the tripod in terms of the potential time reductions for
the full training process. This full training process comprises the total times for the pre-
processing stages (including the IS step) and ML training model, i.e., the time to fine-tune the
transformer-based ATC model.

%As we shall see (Section 5.2.2), the effectiveness differences of the most effective and consistent cross-dataset transformer—
RoBERTa—and the best transformer in the datasets in which RoBERTa is not the most effective option, is very small.
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1.2 Overview of the Main Findings

The main contributions of our work with respect to our previous one [12], include:

—The proposal of an extended biO-IS aimed at removing both redundant and noisy instances
simultaneously.

—A comprehensive investigation into identifying the best alternative for weak classifiers for
employment into our IS framework, analyzing desirable aspects, such as calibration, efficiency,
and effectiveness.

—The provision of documented code for our proposed framework and all analyzed IS methods,
as well as the pre-processed and raw datasets with fold divisions, to the community. This
comprehensive package, encompassing our experimental protocol, datasets, and detailed
documentation, fosters reproducibility and further comparisons of IS methods.

Specifically, regarding the posed research questions, our experimental evaluation with 22 datasets
applying the IS methods as input for the RoBERTa classifiers reveals that: (RQI) In a simulated
scenario designed to evaluate the capability of the IS baseline methods and our previous solution to
remove noise, none of the previous IS solutions was capable of satisfactorily performing the task. On
the other hand, biO-IS managed to remove up to 66.6% of the manually inserted noise. (RQ2) biO-IS
managed to significantly reduce the training sets (by 40.1% on average; varying between 29% and
60% of reduction) while maintaining the same levels of effectiveness in all of the considered datasets;
and (RQ3) biO-IS managed to consistently provide speedups of 1.67x on average (maximum of
2.46x). No baseline was capable of achieving results with this level of quality, considering all tripod
criteria. Indeed, the only other method capable of maintaining the effectiveness on all datasets
was E2SC; biO-IS improves over E2SC in 41% regarding reduction rate and from 1.42 to 1.67 (on
average) regarding speedup.

1.3 Problem Statement

We denote the training set with m elements as D = {(x;,y;)}",, where x; € X is a document
from the input space X and y; € Y is a class label from the output space Y = {y,...,yc} with
C the number of classes. ATC consists of learning, using D, a classifier h : X — Y mapping
documents into labels as accurately as possible regarding any given evaluation measure. The IS
problem aims at finding a subset S C D containing the most representative training instances of D
so that a classifier h’ can be learned on S such that A’ performs ideally on par with h in a statistically
significant sense. In other words, IS aims to reduce the training set as much as possible without
sacrificing effectiveness. The reduction level is typically measured in terms of the ratio R = %.
A constraint of IS is that the total time incurred in defining S (hereafter Tjs), plus the time required
to train a classifier " on S (hereafter Ty/) must be smaller than the total time required to train 4 on
D (hereafter Tj). This requirement can be formalized as T“T;T” <1

We tackle binary and multi-class single-label classification in two types of tasks: (1) topic
categorization and (2) sentiment analysis (polarity detection).

Article Organization. This article is organized as follows. Section 2 covers related work. Sec-
tion 3 summarizes our original framework proposal. Section 4 presents the proposed extended IS
framework biO-IS. Section 5 describes the experimental methodology, including the used datasets,
experimental setup, parameterization, and hardware configuration. It also discusses the obtained
results, comparatively analyzing them with the results obtained by seven SOtA IS baseline methods.
Section 6 discusses issues regarding the application of IS to ILLMs. Finally, Section 7 concludes our
study with glimpses of what is ahead of us.
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2 Related Work

IS has gained attention due to the high computational expenses incurred by training and fine-
tuning (large) language models, particularly transformers, which are currently the SOTA in several
tasks. Considering this context, [12] performed a study to compare traditional and modern IS
methods, applying them as a pre-processing step of transformed-based text classification models.
This comparison aimed at determining the ability of these methods to balance three main factors:
training set reduction, effectiveness, and efficiency (speedup). These factors are here referred to as
the tripod constraints. For our work, we selected as baselines the seven best methods found in [12]
based on this tradeoff and the original method proposed in that work: E2SC. In the following, we
detail all the baseline IS methods.

The condensed nearest neighbor (CNN) is a condensation method. It starts by selecting a
random instance of each class and storing it in a solution set S. Next, it iteratively predicts the class
for each instance x in the original set of instances T. Each misclassified instance is added to the set
S. The intuition behind the process above is that the authors of CNN consider instances close to the
classification boundary as the most representative ones. Consequently, these instances are more
challenging to classify due to the diversity usually present in these areas. It is important to notice
that in each iteration, CNN’s estimator only considers instances that are present in S. The time
complexity of CNN is O(n%).

In [37], the authors proposed two editing approaches, local set-based smoother (LSSm) and
local set border selector (LSBo), both of which utilize the concept of local sets (LSs). In sum,
an LS is a group of instances within a sub-region of the feature space hyper-plane that belong
to the same class. Therefore, the local set LS(x,y, T) of an instance x with class label y in the
set T is defined as the set of instances belonging to the same class which are closer (in terms
of the Euclidean distance) to x than to the so-called “nearest enemy,” denoted as ney(x), ie., to
the closest datapoint to x from a class different from y. More formally, the local set is defined by
LS(x,y,T) ={(x,y) € T |y =y A d(x,x’) < d(x,ney(x))}. The authors then use this LS to
define two criteria, the “usefulness” and the “harmfulness” of an instance; the ultimate goal of
LSSm is thus to select instances in which its usefulness score is higher than its harmfulness score.
Consequently, it should belong to the solution set S. The time complexity of LSSm is O(n?). On the
other hand, LSBo starts by applying LSSm as a noise removal step. Then, it calculates the LSs and
orders instances based on their LS cardinality. Finally, it inserts an instance x into set S if there is
no intersection between x’s LS and S. Instances close to the decision boundary are identified and
inserted first into set S, enabling the correct classification of instances belonging to its LS. Like
LSSm, the time complexity of LSBo is O(n?).

Other representative hybrid algorithms include IB1, IB2, and IB3 [1]. IB1 and IB2 are condensation
methods that start by creating an empty solution set S, and then finding the most similar instance
y for each sample x in the original set T. If the distance between x and y is greater than a given
threshold, IB1 includes x in the solution set S. On the other hand, IB2 only inserts the wrongly
predicted instances into the solution set S, ensuring that the class of x and y are the same. The
objective of IB2 is to find and insert in S instances closest to the decision boundary. Finally, IB3 is
an extension of IB2 that selects and stores only the wrongly classified instances. However, IB3 uses
a “wait and see” strategy to choose the instances that generate the best classifiers from the selected
records. IB3 has achieved the best results compared to the other two and will be used as one of our
baselines. The time complexity of the IB3 algorithm is O(n? log(n)).

Most density-based techniques for IS rely on the concept of local density, which involves eval-
uating an instance x by considering other examples from the same class of x. However, these
algorithms have a limited view of the dataset which can lead to reduced effectiveness. To address
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this limitation, the authors of [45] propose two global density-based instance selection algorithms:
global density-based IS (GDIS) and enhanced global density-based IS (EGDIS). In sum, GDIS
adopts a relevance function to assess each instance’s importance. This function evaluates the number
of neighbors from the same class of an instance x, which then determines the relevance of that
instance. In practice, while GDIS achieves good classification accuracy values in tabular data, it has
a decrease in reduction rate. Thus, to address this issue, EGDIS adopts an irrelevance function that
determines the number of neighbors from another class. Since EGDIS presents the best tradeoff
between reduction and accuracy, with an O(n?) complexity, we consider it one of our baselines.

The so-called curious instance selection (CIS) is a clustering-based strategy that integrates
intrinsic reward and curiosity-related concepts. The algorithm starts by clustering the instances
where each cluster is considered a system state. At the beginning of the process, there are no
clusters in the solution. The reward agent selects a new cluster of instances to join the already
selected clusters (state) in each loop episode. The intrinsic reward is proportional to the decrease in
the learner’s prediction error. The algorithm’s output is a matrix representing the tradeoff between
model improvement and the selected data size. The CIS method’s time complexity is O(n®).

Like IB3, which also falls under the hybrid category, E2SC is a redundancy-focused removal
method that selects instances that (potentially) do not have a negative impact on the model
construction, if removed. This selection is based on whether an auxiliary model classifies them
accurately or not. However, unlike IB3, E2SC does not remove the misclassified instances but
instead marks them as hard-to-classify, which nulls their probability of being removed from the
training in a second stage. For every correctly predicted instance, E2SC assigns the probability
of being removed proportionally to the KNN confidence prediction (a calibrated weak classifier,
a crucial component of the E2SC selection). Additionally, E2SC uses two strategies to estimate a
near-optimal reduction rate—an iterative process and a heuristic-based method—to ensure that the
deep model’s effectiveness is not negatively impacted at a lower cost.

In the comparative experiments of [12], E2SC achieved the best tripod (effectiveness, efficiency,
and reduction) results among all the above alternatives. However, as mentioned, E2SC focuses
solely on the removal of redundant instances, leaving other aspects, such as noise removal, that
may help to further reduce training, untouched. Next, we will introduce our extended solution to
the limitations mentioned earlier. We start by briefly reviewing our previous solution (Section 3).
Subsequently (in Section 4), we highlight some open issues from the original solution, proceeding to
present our extended bi-objective IS solution and how the proposed enhancements (modifications
and extensions) address such issues.

3 The E2SC IS Framework

The original E2SC framework’ consists of two steps. Step 1 involves estimating a distribution,
denoted by a(x) (alpha), which assigns to each training instance x a probability of being removed
from the training set. It is worth noticing this probability distribution is specifically focused on
removing redundancy for the sake of constructing a classification model. Step 2 involves estimating
the beta parameter, defined as the near-optimal dataset-specific reduction rate of training instances
that does not degrade the model’s effectiveness.

As the main objective of IS is to reduce the cost of training a strong classification model through
a smart selection of a reduced dataset, both steps of the framework must necessarily be computa-
tionally inexpensive. Moreover, the alpha probability needs to be reliable in terms of modeling the

"We call it a framework (represented in the upper portion of Figure 1—in blue) because it allows different and diverse
instantiations, as we shall see.
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redundancy behavior of the instances. Finally, the beta parameter should maximize the tradeoff
between reduction vs. effectiveness.

Therefore, we proposed building the framework based on the predictions of a (probabilistic)
calibrated weak classifier. The choice for a weak model is due to computational cost concerns of the
complete solution. This imposes a time budget that we should not exceed: the time spent on IS,
along with the time required for classifier training on the reduced dataset, should remain below
the total time required for training the model on the entire dataset. Calibration has to do with
the reliability and confidence of the predictions (with regard to the posterior class probabilities),
a major factor in the decision to remove (or not) an instance. More specifically, a probabilistic
classifier is a function g : X — A®~! mapping documents into the probability simplex AC~! =
{p1,....pc | pi 2 0A XS, pi = 1} where p; = g(x)[i] is an estimate of the posterior probability
P(Y = y;|x). A probabilistic classifier g is considered well-calibrated if there is a strong correlation
between the class prediction probabilities it outputs and the frequency with which it correctly
predicts instances that belong to each probability range. More precisely, a classifier g is said to be

well-calibrated [23] for a given sample D if, for every n € [0, 1], it holds that ‘(xl’(y ;S,Z?e‘%f;)(g)][:i’ﬁf;yil .

We have observed that if the model is calibrated regarding predictions in the training set, high
confidence positively correlates with redundancy for the sake of building a classification model.
Finally, we have also shown a strong relationship between the effectiveness of a strong model and
a weak (calibrated) model, thus enabling us to estimate the beta reduction efficiently while also
maintaining effectiveness.

In [12], we presented two instantiations of the proposed framework:

E25C#1: in this instantiation, we adopted an exact KNN approach as a calibrated weak classifier.

The process involves the following steps:

(1) Step I: Calculate an estimate (f;(x)) of the posterior probability distribution (P(Y = y.|x))
for a given instance x. For the KNN model’s exact solution, P(Y = y.|x) refers to the ratio of
x’s nearest neighbors belonging to class y.. We predict the class with the highest probability.
Next, the training set is split into two: (1) instances that were misclassified (a(x) = 0) are
retained in the training set and (2) instances that were classified correctly are evaluated
based on their KNN prediction confidence (a¢(x) ~ P(Y = §j|x))—the probability of removing
them from the training set is proportional to the confidence. Next, the final a(x) scores are
obtained via L1-normalization (i.e., we divide the scores by the total sum), thus taking the
scores to represent a probability distribution over the space of training documents.

(2) Step 2: We observed that we can estimate a robust model’s effectiveness by observing a weak
model’s behavior. This step analyses iterative training instance removal. Initially, we defined
an initial value for f. Then, we simulate the removal of a corresponding proportion from the
training set in each fold, weighted by a(x) distribution learned in the previous step. We then
increase the beta reduction rate and repeat the process of removing instances. This iteration
continues as long as the weak model performance trained on a fraction of instances is not
different (in a statistically significant sense) to the weak model performance trained on the
entire training set.

E25C#2: In order to overcome the scalability limitations of the E2SC#1, we simplified both steps
for the second one.

(1) Step 1: We used an approximated KNN solution as a calibrated weak classifier (HNSW
[46]), which is computationally cheaper and scalable for big datasets (with more than 100K
instances).
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(2) Step 2: Although approximated KNN is relatively cheap, obtaining the optimal beta value
through multiple iterations can still be expensive, especially for large collections. Thus, for
step 2, we simplified the process by proposing a heuristic based on two easy-to-compute
statistical properties of the input dataset: (1) skewness of the class distribution and (2)
document density (average number of words per document). We derived these properties by
analyzing the behavior of the previous instantiation. To summarize, for datasets with high
skewness or low average document density, we proposed a conservative reduction rate of
25%. For datasets with low skewness and high average document density, we proposed a
more aggressive reduction rate of 50%.

Despite simpler, the best E2SC instantiation in terms of effectiveness, efficiency, and reduction was
the E2SC#2. Therefore, this second instantiation will be the basis of our new proposal and, from
here on, we will refer to E2SC#2 simply as E2SC.

4 biO-IS

The extended biO-IS encompasses three main components: a weak classifier, a redundancy-based
approach, and an entropy-based approach. As mentioned before, we adopt the original E2SC
framework (presented in the previous section) shown in the upper part of Figure 1 (in blue) as our
redundancy-based approach. Next, we better motivate our proposed modifications and extensions
focused on noise removal.

4.1 Motivation

Crowdsourcing [60] and soft labeling [55] annotation methodologies are popular solutions for
acquiring large amounts of labeled data with reduced costs. However, these approaches may lead to
poor-quality annotations (with instances in the training set assigned to wrong classes), resulting in
noisier data scenarios when compared to manually curated data by domain experts. Indeed, Martins
et al. [47] performed a study evaluating the influence of challenging and noise instances in review
domains. The main finding was that users make mistakes in manually classifying complex instances
between 56% and 64% of the time. That being true, noise instances can potentially constitute a
significant portion of available data in these contexts. Noisy training instances not only have the
potential to reduce the effectiveness of the model by introducing misleading patterns but also
penalize the total time required for processing the dataset.

Indeed, preliminary experiments where we artificially inserted noise in the datasets by randomly
substituting ground-truth labels with different ones produced significant degradation on the models’
effectiveness (up to 4.2% of effectiveness decrease) when 10% of the training become noisy. See
Appendix C for more details.

That said, in our previous work, we were unable to find cases where effectiveness was improved
by the IS methods. Though the datasets we experimented with are well-known benchmarks and
very scrutinized by the ATC community, some of them may still contain some level of noise, if not
by wrongly assigned labels, perhaps due to outliers.

This counter-intuitive phenomenon requires further analysis. As redundancy and noise are
orthogonal phenomena, the original redundancy-oriented approach was limited in its noise removal
capability. In order to shed light on this matter, we carry out an experiment to analyze the noise
reduction capability of the IS approaches considered in this work as baselines, including E2CS.

4.1.1 Noise Removal Capability Experiment. In this experiment, we artificially inserted
noise in the datasets by randomly switching the ground-truth label of a fixed percentage
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Table 1. Artificial Noise Removal Capability Experiment

Dataset #Inst. # Noise | E2SC CNN LSSm LSBo EGDIS IB3
DBLP 34315 1,702 | 147% (25)  3.11%(53)  82.43% (1403) 84.25% (1434) 2.47% (42)  9.46% (161)
Books 30,234 1,502 | 0.6% (9) 246% (37)  32.29% (485)  34.22% (514)  1.93%(29)  7.66% (115)
ACM 22,402 1,110 | 2.97% (32)  4.23%(47)  78.92%(876)  81.35%(903)  3.96% (44)  11.98% (133)
20NG 16,954 836 0.36% (3) 3.83% (32)  42.11%(352) 42.11% (352)  0.24% (2) 2.51% (21)
OHSUMED 16,471 810 2.1% (17) 2.35% (19)  83.46% (676)  85.06% (689)  2.72%(22)  4.81% (39)
Reuters90 11,977 560 0.36% (2) 1.07% (6) 81.25% (455)  81.96% (459)  0.89% (5) 8.75% (49)
WOS-11967 10,770 520 0.77% (4) 0.00% (0) 84.04% (437)  84.04% (437)  0.77% (4) 0.96% (5)
WebKB 7,376 348 | 4.89%(17)  9.48%(33)  58.05%(202)  69.83% (243)  14.37% (50)  22.70% (79)
X (formerly known as Twitter) | 6,297 246 3.66% (9) 8.13%(20)  78.05% (192)  80.89% (199)  6.50% (16)  26.42% (65)
TREC 5,356 258 13.18% (34)  14.34% (37)  45.74% (118)  47.29% (122)  5.81%(15)  24.03% (62)
WOS-5736 5,162 252 1.98% (4) 1.59% (4) 85.71% (216)  86.51% (218)  0.79% (2) 4.76% (12)
SST1 10,669 522 24.14% (126) 15.71% (82)  7.09% (37) 7.66% (40) 13.41% (70)  26.25% (137)
Pang_movie 9,594 478 7.53% (35) 23.22% (111) 48.95% (234)  65.48% (313)  26.78% (128) 51.05% (244)
MR 9,595 478 5.65% (27)  35.15% (168) 5.65% (27) 52.93% (253)  28.87% (138) 56.69% (271)
Vader_movie 9,510 470 7.87% (36)  25.11% (118) 46.17% (217)  59.79% (281)  28.94% (136) 54.89% (258)
MPQA 9,545 298 6.71% (19)  23.83% (71)  55.03% (164)  58.39% (174)  17.45% (52)  57.72% (172)
Subj 9,000 450 | 4.67%(21)  17.11%(77)  42.44% (191)  54.22% (244)  20.44% (92)  56.44% (254)
SST2 8,651 418 7.66% (32)  40.43% (169) 8.85% (37) 10.05% (42)  33.97% (142) 54.31% (227)
Yelp_reviews 4,500 224 | 7.59%(17)  13.84%(31) 58.48%(131) 64.73% (145)  23.66% (53)  50.89% (114)
Average - - 5.48% 12.89% 53.93% 60.6% 12.3% 28.0%

IB3, instance based 3; E2SC, effective, efficient, and scalable confidence-based IS framework.

of documents (5%),% simulating a prefixed and controlled addition of artificial noise in terms
of incorrect labels to the datasets [19]. The main idea of this experiment is to verify the capacity of
each IS method in terms of percentual (and absolute) noise removal (the higher, the better). The
results we have obtained are presented in Table 1.

According to the results, only two methods—LSSm and LSBo—could satisfactorily perform
noise reduction, regardless of the task (topic classification or sentiment analysis—more on this in
Section 5.1.1). More specifically, both approaches achieved an average noise reduction rate between
53% and 61%, i.e., they were capable of removing the percentage of inserted noise introduced by
our artificial switching process from the dataset.

These methods were specifically designed with noise removal in mind, as they are based on the
concept of LSs and tend to remove “harmful” instances from the training set (See definition of
higher harmfulness in Section 2). Instances considered noisy, with estimated “harmfulness” scores
greater than “usefulness” scores, are removed from the training set.

The other methods—CNN, EGDIS, and IB3—achieved marginal results—between 12.3% and 28%
of noise removal capability—mainly when applied to the sentiment datasets. Finally, as expected,
the original E2SC framework was not able to satisfactorily remove noise, except in a very specific
case where the noise removal rate followed the general removal rate (SST1). One important factor
to mention is that, on average, 89.8% (varying between 74.1% and 99.1%) of the artificially introduced
noisy instances were incorrectly predicted by E2SC’s weak classifier. In other words, these instances
had a removal probability assigned equal to zero. This provides additional evidence that noisy
instances are highly likely to be considered “hard to classify” (but still legitimate) and be kept in the
training set selected by our specific solution, which also explains the low noise removal capability
of E25C.°

In sum, there is an opportunity for reducing the number of instances to selected within the E2SC
framework by further exploiting the non-redundant, but potentially noisy, set of hard-to-classify
training instances. The following section is devoted to presenting our extensions in this respect.

8We have experimented with the following levels of inserted noise: 2.5%, 5%, and 10%. We report 5% only for the sake of
conciseness.
9Some removal is still expected as a few of the switched instances may be redundant.
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4.2 Entropy-Based approach

In this section, we present our module for noise removal. Analogous to the original framework,
our extension consists of two main modules. The first module calculates the probability that a
document being removed from the training set, specifically endeavored to removing noise, which is
represented by the gamma scores (T'). The second module determines the reduction rate, represented
by the theta scores (0). To improve the selection process, we propose to use the posterior probabilities
obtained from the weak classifier for both modules. This approach optimizes the framework’s
execution and results in a more efficient IS phase, compared to our previous proposal, as we
shall see.

Learning Gamma (T ) Scores. Considering the instances wrongly predicted by the weak classifier,
the goal is to assign a probability to each of them being removed from the training set (I') based
on the belief of the instance being noise. For this, we propose using the entropy function as a
proxy to determine the reduction behavior for hard-to-classify instances. Our hypothesis is that
hard-to-classify instances with low entropy of the posteriori class distribution can be considered
noise for the purpose of building a classification model.

In more detail, given that an instance was wrongly predicted, a low entropy is evidence of high
levels of confidence of the weak classifier toward the wrong prediction (thus, likely noise). On
the other hand, a high entropy indicates that the weak classifier was not confident when making
the prediction, suggesting some “confusion” and that the instance may be useful, especially if
it falls near the decision boundary. Those instances may be useful, for instance, to better define
decision boundaries. The entropy of the posterior probability distribution of the prediction for
hard-to-classify instances provides complementary information with regard to confidence on the
prediction for the sake of instance removal.

More formally, the proposed extension starts by analyzing the posterior probability over a set of
distinct classes given an encoded instance. We denote this set of classes as Y = {y1, ..., Ye, .- Yc }
and the a posteriori probability distribution as P(Y = y.|x)) estimated by the weak classifier
g. The output of ¢ is a set of probabilities py, ..., pc, ..., pc, Where p. corresponds to the degree
of confidence that g predicts for each class y.. For each instance x, we calculate the value of
§ = argmax c(; ¢} 9(x). If the predicted class 7 is different from the actual class of x, we assign
the value I'(x) = log(n) — Entropy(P(Y|x)) The highest entropy score occurs in the uniform
distribution, and corresponds to — )} % log(%) = log(n). After we have assigned the value I'(x) to
all instances, we normalize it by the sum of the vector. As a result, the final I' vector can be treated
as a probability distribution since its sum is up to 1.0.

Consider the following binary classification example in Figure 2: suppose that x; belongs to the
positive class (green triangle) and x; belongs to the negative class (purple ball). The weak classifier
incorrectly classified x; and x; into the respective classes. Specifically, x; has posterior probabilities
of (0.0, 1.0), resulting in an entropy of 0.0 (low entropy). This indicates that the weak classifier was
highly confident when wrongly predicting x;, and therefore it should have a high probability of
being removed (I'(x) = 1.0 — 0.0 = 1.0)!°. Note that x; is in the middle of a “cluster” of purple balls;
this is a strong “spatial” indication that x; was either mislabeled or is an outlier—a triangle that
“looks like” a circle.

On the other hand, for x;, the posterior class distribution would be (0.5, 0.5), resulting in the
maximum entropy score. This means that the weak classifier was not confident when wrongly
predicting x, and thus it should have a low probability of being removed (I'(x) = 1.0 — 1.0 = 0.0)°.

10 At this point, T'(x) is not normalized yet.
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Fig. 2. Entropy visual example.

Notice that x; is the frontier of the two classes and keeping it in the training may help to better
define the class boundaries.!!

Learning Theta (0) Score. At the end of the previous step, all instances have been assigned
with an T'(x) value, which corresponds to the probability of being kept in the training set. In the
context of the original E2SC framework, we have previously demonstrated that there is a strong
correlation between the behavior of strong (transformer-based) and weak calibrated classifiers.
Thus, similarly to the E2SC’s beta definition step, this step in biO-IS aims at determining the optimal
value of 6, representing the proportion of incorrectly predicted instances to be eliminated without
compromising the effectiveness of the weak classifier model.

To this end, we propose a simple yet effective method for defining the value of 6. As the number
of incorrectly classified instances, when considering a weak classifier is, on average, smaller than
the set of correctly predicted instances (see more in Appendix B), our approach involves initially
simulating, based on the I" distribution learned in the previous step, an aggressive reduction of
50% in the number of “hard-to-classify” instances. We then test two possibilities: (1) removing the
instances leads to a degradation in the model’s performance, or (2) the model’s effectiveness is
maintained after the removal. If the model’s performance degrades, we iteratively decrease the
reduction rate by a fixed amount (—Ar) until the model performance is not statistically significantly
similar to the model trained without data selection. Otherwise, at the beginning, if the model’s
effectiveness is maintained, we iteratively increase (+Ar) the reduction rate until we observe a
model degradation, returning then to the previous iteration’s reduction rate. In practice, starting
by removing this percentage rate reduces the number of iterations performed by our proposed
approach since, on average, the final 6 is around 40%—-60% in 90% of the cases.

Finally, combining the two previous steps, we sample 0 percent instances from the training set,
taking into account the gamma distribution, to be removed.

HFor instance, in maximum-margin methods such as SVM x, would certainly be a support vector.
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Table 2. Datasets Statistics

Task  Dataset Size Dim.  #Classes Density Skewness
DBLP 38,128 28,131 10 141 Imbalanced
Books 33,594 46,382 8 269 Imbalanced
ACM 24,897 48,867 11 65 Imbalanced
20NG 18,846 97,401 20 96 Balanced
o OHSUMED 18,302 31,951 23 154 Imbalanced
& Reuters90 13,327 27,302 90 171 Extremely imbalanced
= WOS-11967 11,967 25,567 33 195 Balanced
‘WebKB 8,199 23,047 7 209 Imbalanced
X (formerly known as Twitter) 6,997 8,135 6 28 Imbalanced
TREC 5952 3,032 6 10 Imbalanced
‘WOS-5736 5,736 18,031 11 201 Balanced
SST1 11,855 9,015 5 19 Balanced
Pang_movie 10,662 17,290 2 21 Balanced
a2 Movie Review 10,662 9,070 2 21 Balanced
E Vader_movie 10,568 16,827 2 19 Balanced
k= MPQA 10,606 2,643 2 3 Imbalanced
3 Subj 10,000 10,151 2 24 Balanced
SST2 9,613 7,866 2 19 Balanced
Yelp_reviews 5,000 23,631 2 132 Balanced
o AGNews 127,600 39,837 4 37 Balanced
?_f Yelp_2013 335,018 62,964 6 152 Imbalanced
= MEDLINE 860,424 125,981 7 77  Extremely imbalanced

5 Experiments
5.1 Experimental Setup

This section introduces the experimental setup, which includes: (1) the used datasets; (2) the consid-
ered ATC method and parameter tuning; (3) the IS baselines methods; (4) the data representation
and pre-processing techniques; and (5) the evaluation metrics and experimental protocol.

5.1.1 Datasets. To evaluate the IS methods, we consider 19 real-world datasets collected from
various sources in two broad ATC tasks [9, 38, 49, 50, 58, 64]: (1) topic classification; and (2) sentiment
analysis. In addition, to demonstrate the scalability of the proposed solution in big data scenarios, we
included in our experimentation three datasets (AGNews, Yelp_2013, and MEDLINE) with thousands
of documents (ranging from 127K to 860K). As detailed in Table 2, we can observe diversity in
many aspects of these datasets, in terms of size (i.e., number of documents), dimensionality (i.e.,
number of terms), the number of classes, density (the average number of words per document),
and class distribution. These datasets have different levels of skewness, ranging from completely
balanced (20NG) to completely unbalanced, such as the case of Reuters90, where the minority class
has only two documents.

5.1.2  Data Representation and Pre-Processing. Following the IS literature standards [12], as input
to all IS methods as well as to the weak classifiers, we adopt the TFIDF representation, aiming at a
good tradeoff between efficiency and effectiveness. Before creating the TFIDF matrix, we removed
stopwords and kept only features appearing in at least two documents. Finally, we apply cosine
normalization to the TFIDF-weighted representations.

Other text representations could have been adopted as input to IS methods, such as static
embeddings (e.g., FastText [32]) or contextualized embeddings built by transformer architectures
(whether by forwarding documents through fine-tuned model or a zero-shot approach). However,
as previously demonstrated in [3, 11, 14]: (1) static embeddings can slow down classification
methods significantly; and (2) using contextualized embeddings directly as IS input is inefficient
and ineffective, probably because it sacrifices sparsity. In this context, given the goal of finding
solutions that are cost-effective, the TFIDF representation is still the best alternative as input for
the IS methods.

As illustrated in Figure 3, we first split the dataset into k train-test subsets employing the stratified
k-fold cross-validation methodology [31]. The experiments in the smaller datasets were executed
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Fig. 3. Data representation and pre-processing procedure.

using k = 10 folds partition, while for the larger ones, we decreased the number of folds to k = 5 in
order to reduce the computational burden.

Subsequently, for each fold, we construct the TFIDF!? matrix representation of the documents
for the IS stage. Once the documents have been selected, by means of any specific IS technique,
the ATC models are trained. Each ATC model undergoes a method-specific pre-processing that
is applied to the raw selected documents (and not to the TFIDF-weighted versions used by the IS
method).

5.1.3 ATC Method. As mentioned, our goal is to study and compare our proposed method
against the SOTA IS techniques in the context of transformers architectures—which has been
demonstrated to work well across several domains and tasks'® [26]. Unlike our previous work [12],
where we selected the best transformer for each dataset and run all experiments with a different
transformer, we here employ a more manageable approach. We define a single “averaged” best
transformer-based classifier to apply to all datasets based on characteristics such as cross-dataset
consistency and reliability in the classification step. Besides reducing the complexity of an already
complicated experimental procedure, it also isolates the classifier factor from the analyses of the
results. In Section 5.2.2, we compare the effectiveness among the most current version'* of the
following transformers—RoBERTa [41], BERT [17], DistilBERT [57], BART [36], AIBERT [33], and
XLNet [66])—applied to all tested datasets.

Given the large number of hyper-parameters to be tuned, performing a grid search with cross-
validation is not feasible for all of them. As a result, to determine the optimum hyper-parameter, we
applied the methodology from [13]. We fixed the initial learning rate as 5 X 10~°, the max number
of epochs as 20, and 5 epochs as patience for early stopping. Finally, we perform a grid search on
max sentence length (150 and 256) and batch size (16 and 32) since these specific values directly
impact efficiency and effectiveness.

5.1.4 IS Methods. We consider as baselines in our study a set of seven IS methods described
in Section 2, namely: CNN; instance based 3 (IB3); LSSm; LSBo; EGDIS; CIS; and E2SC-based IS
framework. All parameters for the IS methods were obtained via grid-search, using cross-validation
in the training set. Table 3 shows the range of parameter values for each IS method we evaluate.
The best parameter in each range is marked in bold.
12The IDF is calculated based on the training only preventing any information lacking.
13LLMs such as GPT and LLama are built on top of transformer architectures.

14 atest checkpoint available at https://huggingface.co/ at the date of the submission (October 2024) corresponds to commit
ID: fa1301c.
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Table 3. Parameters of the IS methods

Method Parameters Method Parameters

CNN EGDIS n_neighbors: [1, 3, 5, 10]

LSSm n_neighbors: [1, 3, 5, 10] Iterations: 100*k_cluster|

LSBo Learner: Decision Tree

Weak-classifier: LR Initial error: 0.5

E25C Beta: heuristic-based CIs Discount factor: 0.01
Weak-classifier: LR Epsilon: 0.9 to 0.1 (step decay)

biO-IS Beta: heuristic-based Ir: 0.09 to 0.01 (step decay)
AB:0.1 IB3 Confidence acceptance: 0.9
* 0: pre-fixed for large datasets at 50% Confidence dropping: 0.7

5.1.5 Metrics and Experimental Protocol. We evaluated the IS methods in terms of their capacity
to reduce the training set, classification effectiveness, and training time. Experiments were executed
on an Intel Core i7-5820K with 6-Core and 12-Threads, running at 3.30 GHz, 64 Gb RAM, and a
GeForce GTX TITAN X (12 GB). s

ko TS

Following [37], we measure reduction by means of “reduction mean,” given by R = Zi:ﬂ%,
where T; is the original training set, S; is the solution set containing the selected instances by the
IS method being evaluated, and k is the number of folds adopted in our experiments.

We evaluated the classification effectiveness using macro-averaged F1 (Macro-F1) [61] due
to skewness in the datasets. We employed the paired t-test with a 95% confidence level to assess
the statistical significance on the differences in the average outcomes from our cross-validation
experiments. This method is preferred over signed-rank tests for testing hypotheses about mean
effectiveness and is robust to potential violations of the normality assumption in this context [30,
63]. Finally, we applied the Bonferroni correction [29] to account for multiple tests.

In order to analyze the cost-effectiveness tradeoff, we also evaluate each method’s cost in terms

ongj

of the total time required to build the model. The speedup is calculated as S = , where T is the
total time spent on model construction using the IS approach, and T is the total time spent on
execution without the IS phase.

Finally, we summarize our results through a visual concept (axial plot), where we analyze the three
imposed restrictions (reduction, effectiveness, and efficiency) simultaneously. More specifically, we
normalize the values resulting from each of these metrics (dividing by the respective highest value)
and visually summarize the obtained results.

5.2 Experimental Results

5.2.1 Preliminary Research Question 1. What Is the Most Suitable Weak Classifier to Employ Within
Our IS Solution? As both, E2SC and biO-IS, depend on a good choice for the weak classifier (the
first step shown in Figure 1), we perform experimentation aimed at identifying the best alternative
for a weak classifier regarding the several posed restrictions. This comprehensive analysis has not
been performed in our previous work.

As discussed, our framework selects certain instances to remove based on the predicted posterior
probability of a weak classifier. Our approach seeks to estimate the behavior of a strong classifier
by using the behavior of a weak classifier as a proxy. To assess the importance of each instance for
the final model, the weak classifier should exhibit certain desirable properties, such as calibration,
efficiency, and effectiveness. Achieving all three requirements simultaneously is hard, as they may
be conflicting. Thus, we aim to select the classifier with the best trade off.
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Table 4. Effectiveness and Efficiency of Weak Classifiers
Logistic Regression KNN xgBoost lightGBM NB RF
Dataset Macro-F1 Time (s) | Macro-F1 Time (s) | Macro-F1 Time (s) | Macro-F1 Time (s) | Macro-F1 Time (s) | Macro-F1 Time (s)
Books 81.2 (0.5) 3.82 765 (05) 1442 755(05) 4118 78.8(04) 5546 | 73.3(0.6) 1.86 7570 (0.6) 15412
20NG 86.1(0.7) 5.10 82.8 (0.4) 5.27 77.8 (0.7) 74.83 81.8 (0.7) 94.36 77.4(0.5) 3.44 81.64 (0.6) 127.07
ACM 59.6 (0.6) 1.69 58.6 (2.0) 3.43 58.6(0.8) 2335 | 625(15)  23.96 | 40.7(0.8) 338 | 60.08(0.8) 16534
X (formerly | 63.1(1.1) 0.12 52.9 (2.2) 0.71 52.9 (1.2) 4.05 53.2 (2.0) 3.93 31.4(0.7) 040 | 4359(21)  7.97
known as
Twitter)

Here, we provide a comparison of the following options: DT, LR, XGBoost, LGBM, and Linear
SVM. We also consider the set of classifiers previously tested in [12], which includes KNN (adopted
in the original framework), random forest (RF), naive Bayes (NB), and nearest centroid (NC)."

Calibration. We evaluate the calibration of weak classifiers by means of the Brier score (BS)
[6] a scoring rule applied to measure the accuracy of probabilistic predictions. Brier [6] defines
BS = % - Cczl(P(Y = yc|x;) — 0ci)?, where o,; is the one-hot vector with a value 1 in the index
of the true class of x;, and 0 otherwise. BS ranges from 0 (best) to 2 (worst)—the closer to zero,
the better in achieving more calibrated probability estimations. Figure 4 presents the obtained BS
averaged across the datasets by applying each weak classifier on all datasets considered in our
experiments (see Table 2).

Figure 4 clearly indicates that classifiers learned via LR tend to be better calibrated than the rest
of the considered weak classifiers.

Effectiveness and Efficiency Tradeoff. Table 4 presents effectiveness and total training and testing
times required for generating the results of the top-six calibrated classifiers according to the previous
analysis applied to four datasets used in our benchmark.!®

On average, LR is the most effective classifier of the list, even when compared to strong competing
approaches such as XGBoost, LGBM, and RF. At the same time, LR produces the fastest times—
between 13.8x and 97.8x times faster than the competitors. LR is comparable in efficiency to NB,
but much more effective than the latter. Compared to KNN, which was the original component of
the E2SC framework, LR is both more effective (up to 19%) and efficient (up to 5.9x times faster).

I5For the sake of reproducibility of these results, the weak classifier methods™ hyper-parameterization is available in
Appendix F.
16Results obtained with other datasets are similar to those presented in the table.
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Table 5. Effectiveness: Macro-F1 and Cl of Transformers-Based Alternatives

Task | Dataset RoBERTa BERT BART XLNet DistilBERT AIBERT
DBLP 81.4(05) 81.7(0.5) 81.1(05) 81.4(0.6) 81.0(0.6) 77.3(1.0)
Books 87.2(0.6) 89.5(0.2) 86.9(0.5) 873(04) 87.5(0.5)  84.6(0.8)
ACM 703 (14) 71.8(1.0) 70.8(0.7) 69.9(0.9)  70.1(1.0)  66.2(1.9)
20NG 86.8(0.7) 85.4(0.5) 87.4(0.9) 87.4(0.8) 86.7(0.6) 76.9(1.2)
o OHSUMED 77.8(1.2) 764(12) 77.6(0.7) 77.6(1.0)  762(0.7)  66.1(4.8)
‘& | Reuters90 419(22) 402 (238) 42.2(2.1) 413(2.6) 407 (25)  41.0(2.6)
= WOS-11967 86.8(0.4) 855(0.7) 86.9(0.8) 87.0(0.7) 86.0(0.7) 76.8(1.1)
WebKB 83.0(20) 83.2(2.1) 83.0(17) 81.9(25) 823(21)  80.3(1.4)
X (formerly known as Twitter) | 78.4 (1.8)  64.5(1.9) 79.0(2.1) 76.4(2.1) 744 (2.2)  64.8(2.1)
TREC 95.5(0.5) 87.6(1.4) 955(0.8) 943 (1.1)  955(1.1) 93.5(1.4)
WOS-5736 90.5(0.9) 89.7(13) 89.6(1.7) 90.2(0.9) 89.2(0.9) 86.7(13)
SST1 53.8(1.3) 51.6(12) 528(1.0) 514(1.7) 489(1.1) 49.2(1.2)
Pang_movie 89.0 (0.4) 87.4(0.4) 88.1(0.5) 88.2(0.6) 852(0.6) 82.9(4.2)
- Movie Review 89.0 (0.7) 87.7(05) 882(0.6) 86.4(3.3) 852(1.1) 84.9(1.2)
g Vader_movie 91.3(0.5) 832(0.7) 90.4(0.6) 90.5(0.4)  86.6(0.7)  85.4(1.6)
g MPQA 90.2 (0.8) 89.1(0.7) 90.1(0.7) 88.6(0.5) 88.5(0.6)  87.9(0.6)
B Subj 96.9 (0.4) 97.0(0.3) 96.8(0.4) 96.1(05)  96.0(0.4)  95.5(0.7)
SST2 93.2(0.6) 91.5(0.6) 928(0.5) 92.1(0.4)  89.6(0.5)  88.6(2.1)
Yelp_reviews 97.9 (0.4) 95.6(0.6) 97.5(0.4) 97.3(0.4)  95.6(0.6)  93.9(0.9)
° AGNews 94.2(0.2) 939(0.2) 93.9(0.2) 94.0(0.1) 94.0(0.1) 90.7 (0.4)
2| Yelp_2013 64.4 (0.6) 63.6(04) 638(05) 63.0(05) 623(0.2) 57.2(0.7)
-
)

MEDLINE 81.8(0.6) 75.8(0.8) 82.2(0.2) 603(05)  82.1(0.5) 723 (3.6)

Bold values and green backgrounds highlight the best performance per dataset.

In light of these results, it becomes clear that LR is the best choice to be used as weak classifier
within our IS framework.!’

5.2.2  Preliminary Research Question 2. What Transformer-Based Classifier Should We Consider
for Our Experimentation? In [14], through a comprehensive and computationally costly set of
experiments, we identified, for each dataset, the most effective transformer to be adopted in each
dataset. Such strategy is not only impractical and expensive but also one that introduces a second
factor to be considered besides the IS strategy itself: the interplay between the IS strategy and the
transformer.

For this reason, we here rather chose one single “best-on-average” transformer-based classifier
to apply to all datasets. Our choice is grounded on two factors: consistency across all datasets and
reliability in the classification step.

Table 5 shows the effectiveness differences among the latest version of the analyzed transformers
(including, RoBERTa [41], BERT [17], DistilBERT [57], BART [36], AIBERT [33], and XLNet [66])
in our benchmark. As we can see, the differences in effectiveness are rather small (between 0.1
and 2.0 percentual points). In any case, among the tested alternatives, RoOBERTa achieves the
highest absolute Macro-F1 in 12 out of 22 datasets. In the remaining cases (10 out of 22), RoBERTa
performance is not statistically significantly different from the best ATC method per dataset,
according to our ¢-test at confidence 95% with Bonferroni correction, with marginal differences
ranging from 0.10% to 2.09% (0.82% on average), which speaks in favor of its consistency in terms
of effectiveness. Therefore, we chose RoBERTa as the “transformer of choice” in the full benchmark,
thus factoring out the variability introduced by choosing different architectures and effectively
isolating the contribution of the IS technique.

17 An analysis of the impact of adopting LR in place of KNN in the original E2SC framework regarding the tripod constraints
is presented in Appendix A.
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Table 6. biO-1S—Artificial Noise Removal Capability Experiment

biO-IS
E2SC (Only Entropy-Based
Approach)

Dataset # Inst. #Noise | Reduction Noise Reduction | Reduction Noise Reduction
DBLP 34,315 1,702 25.0%  1.47% (25) 12.48%  56.35% (958)
Books 30,234 1,502 25.0% 0.60% (9) 12.84% 59.72% (896)
ACM 22,402 1,110 25.0%  2.97% (32) 15.73%  56.67% (629)
20NG 16,954 836 25.0% 0.36% (3) 10.09% 63.28% (529)
OHSUMED 16,471 810 25.0%  2.10% (17) 15.99%  56.05% (453)
Reuters90 11,977 560 25.0% 0.36% (2) 17.73% 66.61% (372)
WOS-11967 10,770 520 50.0% 0.77% (4) 14.50% 59.04% (306)
WebKB 7,376 348 25.0% 4.89% (17) 18.29% 41.67% (145)
X (formerly known as Twitter) | 6,297 246 25.0% 3.66% (9) 13.93% 58.13% (142)

TREC 5,356 258 25.0% 13.18% (34) 22.63% 46.9% (120)

WOS-5736 5,162 252 50.0% 1.98% (4) 13.13% 53.18% (134)
SST1 10,669 522 25.0%  24.14% (126) 34.34%  40.04% (208)
Pang_movie 9594 478 250%  7.53% (35) 25.00%  47.62% (227)
MR 9,595 478 250%  5.65% (27) 24.99%  47.62% (227)
Vader_movie 9,510 470 25.0% 7.87% (36) 25.20% 47.65% (223)
MPQA 9,545 298 250%  6.71% (19) 32.10%  33.89% (101)
Subj 9,000 450 25.0% 4.67% (21) 9.73% 62.67% (282)
SST2 8,651 418 25.0%  7.66% (32) 15.33%  47.37% (197)
Yelp_reviews 4,500 224 50.0% 7.59% (17) 25.00% 47.63% (106)
Average 5.48% 52.21%

Here, we present the number of training instances (# Inst.), the number of randomly switched labels (# Noise), the
reduction achieved by each approach (Reduction), and the respective noise reduction (Noise Reduction) in percentile
and absolute terms.

5.2.3 RQ1. Is biO-IS Capable of Reducing Noisy (Mislabeled/Outlier) Instances from the Training
for Each Investigated Scenario? In this experiment, we again randomly switched the true label of a
controlled percentage pair of documents, simulating a fixed addition of artificial noise. As before,
we switched 5% of labels. The main idea of this experiment is to assess the capability of the biO-IS
method to remove the type of noise injected by mislabeling.

Table 6 presents the results related to the overall removal rate'® and noise reduction rate for the
E2SC and biO-IS approaches (our current proposal). We compared E2SC with only the entropy-
based approach because E2SC is primarily designed for redundancy removal. We chose to isolate
the entropy-based approach in our comparison to highlight its specific capability in noise removal,
thereby emphasizing its importance independently of redundancy reduction. As expected, the
original E2SC framework was not able to satisfactorily remove the artificially introduced noise,
except in a very specific case where the noise removal rate followed the general removal rate (SST1).
This is likely due to the high correlation between noise and redundancy in this dataset. On average,
around 90% (varying between 74% and 99%) of the artificially introduced noisy instances were
incorrectly predicted by E2SC’s weak classifier, and consequently, these instances are assigned a
zero probability to be removed by this method.

When considering only the entropy-based approach (noise-oriented step of our current proposal)
that focuses on the removal of non-redundant (but potentially noisy) hard-to-classify training
instances, we enhance our original solution capability for noise removal up to 38.4 times on average
(varying between 1.7x and 185.0x). More specifically, our proposed entropy-based step achieved an

8For the E2SC method, we consider the reduction rate provided by its heuristic-based method.
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Table 7. Macro-F1 for Different IS Approaches (Columns) in Each Dataset (rows) Considering RoOBERTa
as the Classifier

Task Dataset NoSel | biO-IS E2SC (LR) CNN  LSSm LSBo EGDIS CIS B3
DBLP 81.4 (0.5)80.5 (0.6) 80.5(0.7) 79.0 (0.5) 80.8 (0.7) 78.6(0.9) 74.9 (2.4) 73.4 (1.4) 78.7(0.5)
Books 87.2(0.6) | 86.5 (0.6) 86.5(0.7) 83.4(1.7) 86.5(0.6) 81.5(0.7) 81.3(0.6) 78.9(0.5) 70.6 (0.5)
ACM 703 (1.4)[69.0 (1.2) 69.3 (1.6) 65.4 (1.4) 68.0 (1.3) 63.4(1.6) 63.5(1.0) 63.7 (6.6) 64.9 (1.3)
20NG 86.0 (0.7)[85.2(0.7) 85.8(0.8) 81.6(1.1) 86.9(0.5) 85.6(0.6) 79.3(1.0) 81.3 (1.3) 81.9(0.6)
o OHSUMED 778 (1.2)|75.1 (1.1)  76.5(1.0) 733 (0.4) 73.8(0.5) 68.8(1.2) 67.6(3.3) 61.2(2.0) 71.2 (2.0)
) Reuters90 419 (2.2) 403 (2.1) 426 (2.7) 41.7(3.1) 41.2(2.1) 39.8(2.0) 405 (2.5) 22.7 (7.9) 42.2(2.2)
& WOS-11967 86.8 (0.4) [ 85.6 (0.9) 85.5(0.9) 85.6(0.7) 86.5(0.6) 85.2(0.8) 84.3(0.9) 58.8 (5.3) 84.9 (0.8)
WebKB 83.0(2.0)[80.6 (2.1) 81.0(2.0) 79.8(1.4) 789 (2.1) 72.5(2.7) 783(2.2) 785 (1.3) 79.2(1.8)
X (formerly known as Twitter) | 78.4 (1.8) | 76.5 (1.4) 77.6 (2.6) 76.3(1.8) 75.0 (2.0) 71.8 (2.3) 75.4 (2.4) 71.1(2.6) 75.5 (2.0)
TREC 955 (0.5)[93.3 (1.6) 95.1 (1.1) 94.0 (1.0) 95.0 (0.7) 95.0 (1.1) 92.5(3.2) 92.4 (0.4) 93.8 (1.3)
WOS-5736 90.5(0.9)88.9(1.2) 88.7(1.0) 89.2(0.7) 88.0(1.1) 86.5(1.4) 88.4(1.3) 55.4 (9.9) 88.4 (1.0)
SST1 53.8(1.3)[52.8 (1.1) 52.0 (0.9) 48.0(1.4) 53.4(0.9) 53.2(0.9) 53.4(1.0) 52.2(0.9) 53.3 (1.0)
Pang_movie 89.0 (0.4) [ 88.2(0.4) 88.8(0.6) 83.2(0.8) 88.5(0.5) 88.0(0.6) 86.8(0.8) 86.9 (0.5) 87.1(0.6)
= MR 89.0 (0.7) | 88.3 (0.4) 88.8 (0.5) 63.6 (15.4) 89.0 (0.6) 39.3 (12.3) 86.5 (1.0) 88.0(0.6) 87.3 (0.8)
g Vader_movie 91.3 (0.5)[90.5 (0.4) 90.9 (0.6) 90.9 (0.5) 90.8 (0.7) 90.5(0.4) 89.9 (0.6) 89.1(0.8) 91.3 (0.7)
= MPQA 90.2 (0.8)[89.0 (0.7) 89.7 (0.9) 87.0 (1.8) 90.0 (0.7) 89.9(0.6) 87.9(0.6) 90.0 (0.7) 88.7 (0.7)
& Subj 96.9 (0.4) | 96.0 (0.4) 96.8 (0.4) 96.1(0.8) 95.1(0.5) 953 (0.4) 96.2 (0.4) 96.2(0.3) 96.1 (0.5)
SST2 93.2(0.6)[92.4 (0.5) 92.7 (0.5) 60.7 (11.7) 92.9 (0.5) 93.0 (0.7) 91.7 (0.7) 92.0 (0.8) 92.0 (0.8)
Yelp_reviews 97.9(0.4) [ 97.5 (0.3) 97.6 (0.4) 97.2(0.3) 97.7 (0.3) 97.4(0.3) 96.8(0.9) 97.3 (0.4) 97.0 (0.5)
N AGNews 94.2(0.2)[94.0 (0.2) 93.9 (0.2) - - - - - -
2 Yelp_2013 64.4 (0.6) | 64.6 (0.2) 63.7 (0.2) - - - - - -
= MEDLINE 81.8 (0.6)|81.2 (0.4) 81.3(0.5) - - - - - -

Cells in green background highlight results that are not statistically significantly different from those of NoSel.

average noise reduction rate of 52.2% (varying between 33.9% to 66.6%). Concerning the results
presented in Section 4.1.1, we are capable of satisfactorily removing the manually inserted noise in
levels comparable to the best baselines, LSSm and LSBo (Table 1). In sum, our new method is able
to satisfactorily remove large portions of the artificially inserted noise, demonstrating the potential
for the full biO-IS solution.

5.24 RQ2. Is biO-IS Capable of Reducing the Training Set While Keeping Classifier Effectiveness
for each Dataset? How Does biO-1S Compare with Other SOTA IS Approaches Regarding This Tradeoff?
We present in Table 7 the impact on the effectiveness of the application of the IS methods to RoBERTa
in each dataset. The NoSel column corresponds to the results with no training set reduction. Note
that the only two IS methods capable of handling large datasets (AGNews, Yelp_2013, and MEDLINE)
are ours—the rest either ran out of memory or did not finish in a reasonable time. More precisely,
by “reasonable time” we mean the same amount of time required to train the DL model without the
selection phase. In other words, the selection procedure alone took longer to identify the training
instances than it would have taken to train the model on the entire dataset. Indeed, traditional IS
strategies do not scale for the big data scenario [14], i.e., datasets with more than 100K instances.

These results reveal that the only IS methods capable of maintaining the effectiveness on all 22
datasets are our methods: biO-IS and E2SC(LR). In other words, the reduction provided by both
methods did not harm the classifier’s effectiveness. All IS baseline methods, to a greater or lesser
extent, caused losses of effectiveness in one or more datasets. In this sense, LSSm can be considered
the best baseline method, as it was able to maintain effectiveness levels in 14 cases out of the
19 cases in which it could be run. Next in line is CNN, which maintained the effectiveness in 11
out of 19 datasets. CIS, EGDIS, and LSBo performed worse. They were only able to maintain the
performance with respect to NoSel in a maximum of nine different datasets. As we discuss next
this is due to their aggressive reduction rates.
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Table 8. Percentage of Reduction of the Training Set Size

Task Dataset biO-IS E2SC (LR) CNN LSSm LSBo EGDIS CIS 1B3
DBLP 41.0% 25.0% 524% 17.4% 72.8% 62.0% 82.0% 40.0%
Books 29.0% 25.0% 321% 88% 63.7% 62.0% 80.0% 15.0%
ACM 37.0% 25.0% 471% 19.0% 67.7% 55.0% 46.0% 56.0%
20NG 31.0% 25.0% 27.9% 0.5% 23.2% | 68.0% 50.0% 5.0%
° OHSUMED 34.0% 25.0% 45.5% 21.9% 69.8% 57.0% 80.0% 53.0%
.é-' Reuters90 37.0% 25.0% 50.7% 28.4% 76.9% 54.0% 67.0% 1.0%
& WOS-11967 60.0% 50.0% 454% 22.1% 68.4% 57.0% 77.0% 54.0%
WebKB 35.0% 25.0% 42.9% 24.1% 711% 53.0% 57.0% 52.0%
X (formerly known as Twitter) | 39.0% 25.0% 51.0% 18.0% 70.0% 59.0% 77.0% 60.0%
TREC 39.0% 25.0% 31.3% 18.4% 37.8% 39.0% 22.0% 41.0%
WOS-5736 55.0% 50.0% 50.4% 20.1% 70.9% 62.0% 69.0% 59.0%
SST1 55.0% 25.0% 18.9% 57% 7.7%  20.0%  60.0% 31.0%
Pang_movie 39.0% 25.0% 46.8% 18.8% 63.5% 63.0% 77.0% 66.0%
= MR 35.0% 25.0% 46.7% 3.3% 48.8% 63.0% 58.0% 67.0%
g Vader_movie 37.0% 25.0% 472% 182% 63.3% 63.0% 75.0% 67.0%
E MPQA 37.0% 25.0% 64.2% 11.2% 55.3% 45.0% 19.0% 48.0%
A Subj 32.0% 25.0% 50.8% 21.1% 71.2% 73.0% 51.0% 73.0%
SST2 38.0% 25.0% 484% 19% 58% | 64.0% 55.0% 68.0%
Yelp_reviews 53.0% 50.0% 58.6% 11.1% 653% 77.0% 60.0% 69.0%
° AGNews 30.8% 25.0% - - - - - -
= Yelp_2013 57.2%  25.0% - - - - - -
- MEDLINE 31.6%  25.0% - - - - - -
Average 40.1% 28.4% 45.2% 153% 56.5% 57.7% 61.2% 48.7%

Darker cells indicate higher reductions achieved by the corresponding IS method within the
dataset.

We present in Table 8 the average reduction rates achieved by each IS method (the more intense,
the better). According to the green scale, CIS, EGDIS, LSBo, and IB3 are the algorithms with the
highest reduction rates, with average reduction rates of 61.2%, 57.7%, 56.5%, and 48.7%, respectively.
The topmost reduction rate is for CIS when applied to the DBLP dataset (82.0%). However, as we
have seen, these large reduction rates often negatively impact effectiveness.

LSSM has the lowest reduction rates, overall, with an average of 15.3%. The original E2SC
framework achieves around 28.4% of reduction rate on average, which along with the fact the
performance is not degraded significantly in any dataset, can be considered a very good result.
We shall remind E2SC is considered the current SOTA in the field. Finally, biO-IS builds on top of
E2SC, and it achieves a remarkable 40% reduction rate with no harm at all in effectiveness. biO-IS
manages to improve over E2SC the reduction rate in all datasets, with improvements ranging from
6% up to 128%, in yelp_reviews and yelp_2013, respectively). In all cases but one (Books), biO-IS
manages to achieve reduction rates of 30% or higher.

In sum, both experiments indicate a positive answer for RQ2—biO-IS, along with E2SC, are
the only methods capable of significantly (by more than 28%) reducing the training set while
maintaining effectiveness in all cases. Moreover, given the improvements of more than 40% on
the reduction rate of biO-IS over E2SC, the former is clearly the best performer regarding the
reduction-effectiveness tradeoff criterion.

5.2.5 RQ3. What Is the Impact of Applying biO-IS in the Text Classification Models’ Total Con-
struction Time? Choosing only the most representative instances should naturally decrease the time
required to construct a model. However, including an IS extra step prior to the model’s construction
phase could potentially result in increased overhead for the overall time. In fact, as we shall discuss,
in some cases, incorporating an IS method to reduce the training in the model construction process
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Table 9. Speedup on Total Application Cost of the IS Methods Applied to RoBERTa in Each Dataset

Task Dataset biO-IS E2SC (LR) CNN LSSm LSBo EGDIS CIS IB3
DBLP 1.77 1.31 1.17 0.87 1.23 1.94 0.11 0.74
Books 1.42 1.36 1.05 0.88 1.22 2.04 0.28 0.64
ACM 1.47 1.27 1.48 1.00 1.37 1.89 0.48 1.18
20NG 1.42 1.30 1.13  0.87 1.00 2.27 099 0.74
o OHSUMED 1.59 1.35 149 1.06 1.89 1.58 0.39 1.38
”g-' Reuters90 1.58 1.30 146 1.02 = 2.08 1.81 0.82 0.75
= WOS-11967 2.46 2.02 1.37 099 1.89 2.09 072 1.74
WebKB 1.34 1.16 1.10 1.02 1.82 149 0.51 1.19
X (formerly known as Twitter) | 1.43 1.35 1.71 102 1.82 2.05 040 1.61
TREC 1.50 1.23 1.30 1.12  1.24 1.31 [0.21 1.23
WOS-5736 2.00 1.79 1.54 1.09 @ 2.30 2.08 133 1.78
SST1 2.05 1.29 1.22 095 0.84 1.21 [0.21 0.89
Pang_movie 1.54 1.28 149 1.05 1.57 2.13 0.53 1.55
= MR 1.41 1.27 1.19 0.92 1.09 2.03 0.28 1.53
g Vader_movie 1.46 1.27 1.59 1.09 1.54 2.12 0.53 0.89
‘é MPQA 1.31 1.18 2.18 0.86 1.33 1.60 [0.07 0.85
A Subj 1.32 1.32 1.79 1.07 1.98 2.97 039 2.30
SST2 1.42 1.24 146 0.87 0.81 221 031 1.80
Yelp_reviews 2.31 2.17 2.09 115 230 3.13 145 2.84
° AGNews 2.02 1.75 - - - - - -
g Yelp_2013 1.96 145 - - - - - -
= MEDLINE 1.92 1.60 - - - - - -
Average 1.67 1.42 1.46  0.99 1.54 2.00 0.53 1.35

The greener, the higher speedup; the redder, the higher the computational cost (average execution time) compared
to NoSel.

may require more time than building a model with all the data if the IS step is not sufficiently
efficient.

We analyze this behavior in the next experiment, in which we consider the total cost as the sum
of the time of pre-processing + IS application + ATC training time to build the model. In other
words, for IS methods to be practical, they must also provide efficiency improvements. This is
certainly undesirable.

In Table 9, we assess whether reducing the training set with an IS method does pay off for the
overall efficacy. To do so, we compare the speedups produced by applying each IS approach to the
respective RoBERTa classifier in each dataset.

According to Table 9, biO-IS (the best selector) can also achieve satisfactory overall speedup
improvements. Its average speedup is 1.67 (varying between 1.31 and 2.46), producing time im-
provements in all scenarios. E2SC had an average speedup of 1.42 (varying between 1.16 and 2.17).
This means significant speedup gains over the previous SOTA method E2SC, which is achievable
due to the extra reduction.

Only one of the strategies presents a slightly higher speedup than biO-IS,—EGDIS with an
averaged speedup of 2.0. However, EGDIS achieved satisfactory effectiveness results in only eight
datasets. Another strategy that produced a notable speedup is CNN, with an average speedup of
1.46. As EDGIS, CNN achieved satisfactory results in effectiveness in only 11 datasets.

Carbon Emissions (CO2e) Considerations. Following [34], we discuss the emission of CO2—an
estimated measure of greenhouse gases—converted to their equivalent amount of carbon dioxide,
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Comparing IS Methods

—— biO-IS
E2SC (LR)

—— CNN

—— LSSm

—— LSBo

Effectiveness

Reduction Speed-up

Fig. 5. Summarizing the results.

which is generated during the IS phase, and the classification models’ fine-tuning. This estimation
is based on the methodology presented in [34].

We have performed experiments worth about 3,500 hours of computation (Section 5). Considering
[34], we estimate that this computation resulted in approximately 195 kg of CO2e emissions. To
put this into perspective, these emissions are equivalent to driving a distance of 1,110 km in a
passenger car or taking four flights from Paris to London. The significant carbon footprint of these
experiments highlights the environmental impact of extensive computational tasks often involved
in machine learning research and it emphasizes the necessity for more sustainable proposals as
biO-IS in developing novel technologies.

Considering the application of RoOBERTa in each dataset with no training set reduction (NoSel),
the resulting carbon emission amounted to 18.2 kg. On the other hand, when we consider the
application of our proposed framework (biO-IS), the resulting carbon emission amounted to only
9.89 kg CO2e. In other words, bio-IS is able to provide models with equivalent effectiveness to
models without the selection stage. This demonstrates the efficacy of biO-IS not only in terms
of model performance, training reduction capability, and overall speedup improvements but also
in reducing the environmental impact, serving as the SOTA baseline for the proposal of new IS
methods aimed at reducing significantly the cost of ATC models.

5.2.6 Summarizing the Results. We summarize the results we have obtained considering all
the tripod requirements at once. To do so, we normalize the values resulting from each of the
considered metrics by dividing them by the respective highest value (reduction and speedup). In
the case of effectiveness, the normalized value was the number of datasets in which the IS method
reduction caused no effectiveness losses when compared to NoSel.

As shown in Figure 5, biO-IS has a balanced performance across all three metrics, offering the
best effectiveness and speedups while maintaining a good tradeoff between reduction and the
remaining restrictions. Also E2SC excels in effectiveness but with a reduced reduction rate and
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speedup improvements. CNN shows moderate-to-low performance in all metrics. LSSm shows an
acceptable effectiveness at the expense of speedup and reduction. LSBo improves over LSSm in
terms of reduction and speedup, but it sacrifices the classifier’s effectiveness performance in this
process.

All in all, biO-IS achieved the best tradeoff among all methods, considering all the tripod require-
ments, considerably advancing the SOTA in IS.

6 Limitations

LLMs Considerations. Our current work is focused on the application of IS methods as a pre-
processing step for methods based on first and second generation transformers (e.g., RoBERTa). It
should be noted that conducting the experiments presented in this article requires a significant
amount of time and resources—our experiments sum up around 3,500 hours of computation.

Given the recent rise of SOTA LLMs, especially open sourced ones such as LLama 3 [62] and
Bloom [35], it is quite natural to wonder if and how the proposed IS methods would/could be applied
to fine-tune these SOTA LLMs for classification and other NLP-related tasks. The exorbitant cost of
fine-tuning these LLM models—between 25 and 30 times more expensive than fine-tuning first and
second generation transformers [15, 56],—makes the application of IS methods very appealing in
these scenarios.

However, these enormous costs imply that experiments with such huge models need to be
carefully planned to avoid wasting resources. Moreover it is not clear that these very complex
LLMs will always be better than the best transformer in all scenarios. For instance, RoBERTa is a
remarkable sentiment classifier [14], often ranking high on leaderboards that include sentiment
classification, such as the GLUE benchmark.'” Indeed, results reported in this article in several
sentiment datasets are above 90% of Macro-F1. Even if an LLM can produce further gains of a few
percent points, it is doubtful if these gains will translate in practical improvements in real-world
applications.

Further evidence that the effectiveness gains in specific tasks compensate the much higher costs
still need to be provided by the literature. In other words, a conclusive analysis of the cost-benefit
is still lacking in the literature, which is essential before we delve into this costly endeavor.

That said, we believe that the work presented in this article brings enough contributions to be
discussed within the scientific community. However, we intend to perform the aforementioned
cost-benefit analyses in the near future (and follow the literature for further support). If the results
support that the benefits are worth the cost, we will pursue IS with LLMs, perhaps exploiting new
computational paradigms such as quantum computing [22] to promote scalability.

Further Limitations. Our evaluation is targeted ATC. Although we have considered a large set of
datasets, increasing the number of dataset domains and extending our analysis to include other
information retrieval (IR)-related tasks, such as searching/ranking and recommendation, as well
as other NLP tasks, like, question answering and supervised topic modeling, would provide new
and valuable insights for the general applicability of IS in a broader scope.

Despite the general wisdom that the more data, the better the pre-trained model performance,
our results motivate a different, less costly approach (i.e., that the better the selected instances,
the better the models’ performance). Yet, we have not investigated the application of IS in the
pre-training stage. In particular, the study of the impact of building a LLM from scratch using an IS
framework is an interesting venue to pursue.

https://gluebenchmark.com/leaderboard/
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7 Conclusion

We have proposed an extended biO-IS, which advances the SOTA in IS by considering removing
both redundant and noisy instances simultaneously. biO-IS comes as an answer to limitations of
our previous work [12]—E2SC—which, to the best of our knowledge, was the previous SOTA in IS
applied to transformer-based ATC classifiers up to date.

Our experimental evaluation applying IS methods on 22 benchmark datasets as input for the
RoBERTa classifier revealed that: (RQ1) When evaluating the capability of the IS baseline methods
and our previous solution to remove noise, none of the IS solutions performed satisfactorily
except for biO-IS, which managed to remove up to 66.6% of the manually inserted noise. (RQ2)
biO-IS significantly reduced the training sets by 40.1% on average (ranging between 29% and 60%
reduction) while maintaining the same levels of effectiveness in all considered datasets. (RQ3) biO-IS
consistently provided speedups of 1.67x on average (up to 2.46x). No baseline method achieved
results of this quality across all posed criteria. The unique baseline method capable of maintaining
effectiveness on all datasets was our previous method E2SC. biO-IS outperforms E2SC in reduction
rate (41%) and speedups (from 1.42x to 1.67x).

By proposing and evaluating the proposed enhancements (modifications and extensions) that re-
sulted in the proposed biO-IS framework, our work opens several new opportunities. In future work,
we intend to evaluate our proposed framework on other models, such as T5 and DeBERTa, assessing
its generalizability. We also plan to apply IS concepts in other fields beyond ATC, such as searching,
ranking, recommendation [20], and other NLP tasks, such as question answering and supervised
topic modeling. So far, we have measured the importance of a whole document for the training
(tuning) process, but in the future, we could do this at a more fine-grained level, such as for reviews’
aspects [42] and documents’ passages [21]. We also plan to investigate the use of our framework
in an unlabeled DL pre-training stage, e.g., for building a LLM from scratch more efficiently.

We also want to investigate the introduction of IS techniques in the context of AutoML solutions
as a step in a pipeline of transformations as in [11]. Furthermore, considering the vast number
of dimensions in textual datasets, assessing how feature selection methods interact with IS can be
very interesting [40]. Essentially, this involves working with both the rows (documents) and the
columns (features) of a document-feature matrix representing textual data. Last but not least, we
intend to perform a cost-benefit analysis on LLMs (effectiveness vs. cost) to potentially pursue
IS for fine-tuning LLMs, exploiting also new scalable computational paradigms such as quantum
computing [22].
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Appendices
A Impact of Adopting LR Instead of KNN in the Original Framework (E2SC)

Table A1 presents the impact of adopting LR instead of KNN in the original framework regarding
the tradeoff reduction vs. effectiveness vs. efficiency on the text classification task.

Table A1. Impact of Adopting LR Instead of KNN in the Original Framework (E2SC)—Effectiveness
vs. SpeedUp Tradeoff

Macro-F1 Speedup

Task Dataset E2SC (LR) E2SC (KNN) | E2SC (LR) E2SC (KNN)
DBLP 80.5 (0.7) 80.5 (0.6) 1314 1.320
Books 86.5 (0.7) 85.5 (0.5) 1.362 1.354
ACM 69.3 (1.6) 69.1 (1.2) 1.273 1.262
20NG 85.8 (0.8) 85.5 (0.6) 1.295 1.344
o OHSUMED 76.5 (1.0) 75.8 (1.5) 1.354 1.339
B Reuters90 42.6 (2.7) 43.1(2.7) 1.296 1.275
= WOS-11967 85.5 (0.9) 85.1 (0.9) 2.019 2.043
WebKB 81.0 (2.0) 81.0 (2.2) 1.160 1.162
X (formerly known as Twitter) | 77.6 (2.6) 77.3 (2.7) 1.352 1.298
TREC 95.1 (1.1) 94.9 (1.2) 1.230 1.177
WOS-5736 88.7 (1.0) 89.2 (0.8) 1.793 1.885
SST1 52.0 (0.9) 52.4 (1.3) 1.293 1.291
Pang_movie 88.8 (0.6) 88.5 (0.6) 1.285 1.264
= MR 88.8 (0.5) 88.3 (0.7) 1.266 1.206
°é’ Vader_movie 90.9 (0.6) 90.8 (0.6) 1.269 1.250
£ MPQA 89.7 (0.9) 89.4 (1.0) 1.176 1.032
&3 Subj 96.8 (0.4) 96.7 (0.3) 1.319 1.372
SST2 92.7 (0.5) 92.9 (0.6) 1.240 1.197
Yelp_reviews 97.6 (0.4) 97.2 (0.4) 2.175 1.965
N AGNews 93.9 (0.2) 93.9 (0.2) 1.754 1.708
2 Yelp_2013 63.7 (0.2) 63.8 (0.4) 1.453 1.301
— MEDLINE 81.3 (0.5) 81.4 (0.4) 1.599 1.548
Average 1.422 1.391

A red background denotes a effectiveness loss, while a green background indicates a better overall absolute speedup.

The reduction rate considering both weak classifiers on each dataset is basically the same. This
is expected since this rate is based on heuristics regarding two statistical properties of the input
dataset—the skewness of the class distribution and document density, as explained in Section 3,
therefore, it does not depend on the weak classifier definition. For the specific reduction rates of
each dataset, see Table 8—column E2SC.

Indeed, the experimental results indicate that the effectiveness of the removal process is better
estimated when correlated with the LR confidence instead of the KNN’s confidence. In fact, the
reduction performed based on the KNN predictions incurs effectiveness losses in two datasets—
Books and OHSUMED. Removal based on LR confidence keeps effectiveness in all datasets
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Finally, LR is also more efficient in the selection phase than KNN. Consequently, it provides a
better speedup when considering the total time of application (selection + fine-tuning). In the end,
LR is the best weak classifier alternative for our IS framework by all considered criteria.

B Wrongly Predicted Instances Potential
Table B1 presents the number (and percentage) of wrongly predicted instances by both KNN and

LR weak classifiers for each dataset of our experimental setup.

Table B1. Number of Wrongly Predicted Instances Potential (Percentile Error)

Task Dataset # Training KNN LR
Instances (% Error) (% Error)

DBLP 34315 | 7,179 (20.9%) | 6,932 (20.2%)

Books 30,234 | 6,532 (21.6%) | 5,942 (19.7%)

ACM 22,402 | 6,247 (27.9%) | 5,562 (24.8%)

20NG 16,954 | 2,658 (15.7%) | 2,400 (14.2%)

o OHSUMED 16,471 | 4,699 (28.5%) | 5,006 (30.4%)
B Reuters90 11,977 | 3,855 (32.2%) | 3,659 (30.6%)
&= WOS-11967 10,770 | 2,736 (25.4%) | 1,724 (16.0%)
WebKB 7,376 | 2,497 (33.9%) | 1,753 (23.8%)

X (formerly known as Twitter) 6,297 | 1,561 (24.8%) 1,516 (24.1%)
TREC 5356 | 2,310 (43.1%) | 1,825(34.1%)

WOS-5736 5162 | 1,166 (22.6%) 596 (11.5%)

SST1 10,669 | 7,258 (68.0%) | 6,456 (60.5%)

Pang_movie 9,594 | 2,605 (27.2%) | 2,277 (23.7%)

= MR 9,595 | 3,000 (31.3%) | 2,383 (24.8%)
‘é’ Vader_movie 9,510 | 2,501 (26.3%) 2,167 (22.8%)
g MPQA 9,545 | 6,078 (63.7%) | 1,862 (19.5%)
& Subj 9,000 | 1,413(15.7%) | 1,031 (11.5%)
SST2 8,651 | 2,466 (28.5%) | 1,865 (21.6%)

Yelp_reviews 4,500 | 735 (16.3%) 307 (6.8%)

N AGNews 102,080 | 9,851 (9.7%) 8,742 (3.6%)
2 Yelp_2013 268,014 | 143,944 (53.7%) | 106,594 (39.8%)
— MEDLINE 688,337 | 150,832 (21.9%) | 91,724 (13.3%)

Average - 30.0% 22.8%

These results indicate that E2SC’s weak classifier (KNN) predicts around 30% of the instances as
“hard to classify”” This sets up an upper limit on the method’s reduction capability to around 70%—a
reminder that “hard-to-classify” instances are never removed from the dataset. When using the
LR weak classifier, this number decreases to an average of 22.8%, increasing the potential of the
redundancy-based removal. Furthermore, our experiments have also shown that a significant portion
of these “hard to classify” instances can be removed without affecting the model’s effectiveness,
further improving its training efficiency.

C Impact of Noise Insertion and Removal

This experiment is similar to the one performed in Section 4.1.1, where we artificially inserted
noise into the datasets. The main difference is that, in here, we also measure the effectiveness of
RoBERTa when noise is inserted and its effectiveness after applying the entropy-based approach
proposed for noise removal. The main idea of this experiment is to measure the effectiveness
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of the transformer-based model when artificially introducing potentially noisy documents and
subsequently removing them using the entropy-based step of our method.

Accordingly, for each of the datasets, we randomly switched the label (real class) of a fixed
percentage pair of documents, producing a total of 5% and 10% of noisy instances with switched
labels in each dataset. The obtained results are presented in Table C1.

Table C1. Impact of Noise Insertion and Subsequent Removal

Without Mam.lally 5% Noise 10% Noise
Inserted Noise
bIO-IS bIO-IS
(Only Entropy-Based (Only Entropy-Based
Task Dataset NoSel NoSel Approach) NoSel Approach)
DBLP 81.4 (0.5) 80.1 (0.7) 79.9 (0.9) 79.2 (0.7) 79.0 (0.8)
Books 87.2 (0.6) 85.5 (0.7) 85.3 (0.6) 83.8 (0.7) 84.1(0.6)
ACM 703 (1.4) 68.2 (1.5) 68.0 (1.4) 68.2 (1.2) 67.0 (1.2)
20NG 86.0 (0.7) 85.3 (0.8) 85.4 (0.6) 83.9 (0.8) 84.4 (0.9)
o OHSUMED 77.8 (1.2) 75.6 (0.9) 74.4 (1.1) 74.5 (1.0) 73.3 (1.0)
& Reuters90 419 (2.2) 42.1 (2.3) 415 (2.4) 42.1 (2.0) 414 (2.4)
& WOS-11967 86.8 (0.4) 86.2 (0.7) 86.7 (0.4) 85.4 (0.7) 86.2 (0.6)
WebKB 83.0 (2.0) 80.5 (1.8) 80.9 (1.4) 79.5 (1.6) 79.1 (1.8)
X (formerly known as Twitter) 78.4 (1.8) 77.7 (1.8) 74.2 (1.7) 75.5 (2.3) 74.2 (2.2)
TREC 95.5 (0.5) 94.2 (0.8) 93.8 (0.9) 93.1(1.2) 92.5 (1.3)
WOS-5736 90.5 (0.9) 89.8 (1.0) 89.9 (0.9) 89.0 (0.7) 88.8 (1.0)
SST1 53.8 (1.3) 52.9 (1.8) 52.7 (1.1) 52.7 (1.1) 51.2 (1.3)
Pang_movie 89.0 (0.4) 87.6 (0.7) 87.3 (0.5) 86.6 (0.7) 86.5 (0.6)
- MR 89.0 (0.7) 87.8 (0.5) 87.9 (0.5) 86.3 (0.5) 86.7 (0.6)
g Vader_movie 91.3 (0.5) 90.3 (0.5) 90.1 (0.7) 89.1(0.9) 88.8 (0.6)
E MPQA 90.2 (0.8) 89.4 (0.6) 87.5 (0.5) 89.0 (0.5) 88.6 (1.0)
& Subj 96.9 (0.4) 96.0 (0.4) 95.7 (0.6) 94.5 (0.9) 94.9 (0.6)
SST2 93.2 (0.6) 91.6 (0.7) 91.4(0.7) 90.8 (0.7) 90.9 (0.5)
Yelp_reviews 97.9 (0.4) 96.8 (0.7) 97.3 (0.5) 95.6 (1.4) 96.7 (0.5)

This experiment demonstrates that noisy (training) instances have the potential to reduce the
effectiveness of the model by introducing misleading patterns, Indeed, according to Table C1 results,
comparing the columns NoSel (Without manually inserted noise) and NoSel (5% and 10% Noise),
it is possible to notice that manually adding noise in the datasets slightly degraded the models
(varying between 0.6% up to 3.0%; and from 1.3% to 4.2%, for 5% and 10% of manually inserted
noise). Notice that the degradation in effectiveness is smaller than the amount of noise inserted,
pointing out a certain resilience of the Transformer to the inserted noise.

On the other hand, even though our proposal was able to remove a significant portion of these
noise instances as reported in the main experiments of the article, there was almost no impact in
terms of effectiveness (neither positive nor negative).

Put together, these results provide compelling evidence that, for the sake of effectiveness,
transformer-based models are very resilient to both noise insertion and noise removal. As our
method does not perform data (label) correction, we hypothesize that potential gains coming
from cleaner patterns are counter-balanced by less data to learn. Therefore, the most observable
impact of removing potentially noisy instances falls on efficiency, which demonstrated significant
improvements in our main experiments when disregarding these instances during training time.

D The Impact of IS in the Number of Epochs

The training cost is influenced not only by the size of the dataset but also by the number of epochs
required for convergence. In the experiments of Section 5, we did not simply train our models for
a fixed number of epochs. Instead, following common practices in the literature [5, 25], we set a
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maximum of 20 epochs and used early stopping with a patience of five epochs (see Section 5.1.3).
Since the amount of training data may ultimately impact the total number of epochs required, we
show the average number of epochs our models reach in Table D1 below.

Table D1. Impact of IS in the Average Number of Epochs on
the RoBERTa Fine-Tuning

Task Dataset NoSel | biO-IS
DBLP 8.2 7.7
Books 8.2 8.0
ACM 7.7 8.2
20NG 8.9 8.7
o OHSUMED 9.5 9.9
B Reuters90 10.1 9.7
= WOS-11967 9.2 8.5
WebKB 8.2 8.6
X (formerly known as Twitter) 7.8 8.7
TREC 8.9 8.6
WOS-5736 8.8 8.9
Avg - 8.7 8.7
SST1 7.8 7.7
Pang_movie 7.3 7.2
= MR 7.2 7.3
g Vader_movie 7.3 7.3
E MPQA 7.3 8.2
%) Subj 8.1 8.4
SST2 7.4 7.7
Yelp_reviews 9.6 8.0
Avg - 7.8 7.7
o AGNews 7.8 7
g Yelp_2013 7.8 7.8
— MEDLINE 8 8
Avg - 7.9 7.6

Empirically, we observed that the average number of epochs is fairly stable. Moreover, even in
the (rare) cases in which more epochs were needed (with respect to when using the entire dataset),
our method still achieved faster fine-tuning, as evidenced by the speedup obtained with our strategy.
We believe this approach represents the fairest experimental protocol for evaluating models in the
context of IS.

E Comparing RoBERTa (Fine-Tuned) vs. Llama3.1 (Zero-Shot)

Arguably, there are two main ways of applying LLMs models to text classification tasks: zero-shot
and fine-tuning. In the zero-shot strategy, no dataset label is used at any stage, resulting in no
adjustment to the model weights. On the other hand, the fine-tuning strategy utilizes all available
training data to adjust the model for the data domain at hand. While this strategy typically achieves
better effectiveness, it also suffers form a higher computational cost [8, 68].

That said, we ran new experiments in a subset of the datasets of our work that confirmed that
RoBERTa consistently outperforms the most recent version of Llama3.1 [18], an open and effective
LLM, in zero-shot mode. Results are shown in Table E1.

These results suggest that, while LLMs can perform text classification without fine-tuning,
achieving higher effectiveness generally requires a fine-tuning approach; an observation which is
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Table E1.  Macro-F1: Comparing RoBERTa (Fine-Tuned) vs.
Llama3.1 (Zero-Shot)

Macro-F1

Dataset Llama 3.1 (ZS) | RoBERTa | Relative Gain
Pang_movie 73.4 (0.8) 89.0 (0.4) 21.25%
MR 69.6 (0.8) 89.0 (0.7) 27.87%
Vader_movie 70.6 (0.6) 91.3 (0.5) 29.32%
MPQA 32.7 (0.8) 90.2 (0.8) 175.84%
Subj 56.9 (1.0) 96.9 (0.4) 70.30%
SST2 71.8 (0.9) 93.2 (0.6) 29.81%
Yelp_reviews 85.3 (0.9) 97.9 (0.4) 14.77%

consistent with the literature [16] and aligns with the objectives of our work of reducing the cost of
the fine-tuning. More specifically, our results indicate that our fine-tuned RoBERTa is on average
52% more effective than Llama3.1 in zero-shot mode, with a variation in performance between
14.77% and 175.84%. These results are also consistent with recent studies aimed at improving
effectiveness while reducing costs [16].

Further research is needed for better understanding the extent to which the improvement brought
about by fine-tuning LLMs pays off with respect to the higher computational cost this requires.
Therefore, we plan to investigate this in future work.

F Weak Classifier Algorithms’ Hyper-Parameterization

The implementations of LR, Linear SVM, RF, DT, NB, and NC are from scikit-learn. XGBoost and
LGBM are from the respective authors’ implementation-based packages. For KNN, we adopted an
approximated solution (HNSW [46]), which is effective, computationally cheap, and scalable.

Table F1 presents the hyper-parameterization for each algorithm. These parameters were set based
on the best values according to our empirical preliminary experimentation. Omitted parameters
are the library’s default.

Table F1. Weak Classifier Algorithms’ Hyper-Parameterization

Method Parameters

LR {'C’: 1.0, ‘penalty’: 12’, ‘dual’: False, ‘tol’: 0.0001, ‘fit_intercept’: True, ‘intercept_scaling’: 1,
‘solver’: ‘warn’, ‘max_iter’: 1000, ‘multi_class™ ‘warn’, ‘warm_start’: False, ‘n_jobs’: -1}

Linear SVM f‘C’: 10 ‘int)er‘cepfiscalir)lg’: 1, ‘ﬁ(tfir,ltercept": True, ‘rr}axiiter’: 1000, ‘penalty’: 12’
multi_class’: ‘ovr’, ‘dual’: False, ‘tol’: 0.001, ‘class_weight’: None}

RE {'n_estimators’: 200, ‘min_samples_split’: 2, ‘min_weight fraction_leaf’: 0.0, ‘criterion’: ‘gini’,
‘max_features’: ‘auto’,warm_start’: False, ‘oob_score’: False, ‘bootstrap’: True}

DT {‘criterion’: ‘gini’, ‘splitter’: ‘best’, ‘min_samples_split’:2, ‘min_samples_leaf’:1,
‘min_weight_fraction_leaf’:0.0, ‘min_impurity_decrease’:0.0, ‘presort’:False}

NB {‘alpha’: 1.0, ‘fit_prior’: True, ‘class_prior’: None}
{‘objective’: ‘binary:logistic’, ‘eval_metric’: ‘logloss’, ‘learning_rate’: 0.1, ‘max_depth’: 5,

XGBoost h R 5 )¢ , . s
subsample’: 0.1/ tree_method’: ‘auto’, ‘n_estimators’: 100}
{'boosting_type’: ‘gbdt’, ‘colsample_bytree’: 1.0, ‘importance_type’: ‘split’, ‘learning_rate’: 0.1,

LGBM ‘max_depth’: -1, ‘min_child_samples’: 20, ‘min_child_weight’: 0.001, ‘min_split_gain’: 0.0,
‘n_estimators’: 100, ‘num_leaves’: 31, ‘reg_alpha’: 0.0, ‘reg_lambda’: 0.0, ‘subsample’: 1.0,
‘subsample_for_bin’: 200000, ‘subsample_freq’: 0}

KNN {'n_neighbors’: 10, ‘weights’: ‘uniform’, ‘algorithm’: ‘auto’, ‘leaf_size’: 30, ‘metric’: ‘euclidean’}

NC {‘metric’: ‘euclidean’}
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